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« 2006-2009, 1000 categories and 1.2 million training images
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DNNresearch becomes the 9th Canadian company acquired by Google

CBC News - Posted: Mar 13, 2013 4:41 PM EDT | Last Updated: March 14, 2013
https://m.thepaper.cn/baijiahao_11940577
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3 Google has acquired DNNresearch, a University of Toronto startup that studies neural networks. The one-year-
lC ichr'm is launched by computer science profess::n'( seoffrey Hinton (right) and two of his graduate
4/11/2023 students, Alex Krizhevsky and |

0001

(The University of Toronto)
news/suence/google buys-university-of-toronto-startup-1.137364]



Yoshua Bengio Geoffrey Hinton Yann LeCun

"“FEFI=BEL" ZFRHIYoshua Bengio, Yann LeCun, Geoffrey Hintonf£E3K15T2018EMNEIRIE, X
EERK1966FE LK D BRI—FMRE=(ARE.
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nature

Explore content v  About the journal v  Publish with us v

nature > articles > article

Published: 27 January 2016

Mastering the game of Go with deep neural networks
and tree search

David Silver &, Aja Huang, Chris J. Maddison, Arthur Guez, Laurent Sifre, George van den Driessche,

Julian Schrittwieser, loannis Antonoglou, Veda Panneershelvam, Marc Lanctot, Sander Dieleman,

Dominik Grewe, John Nham, Nal Kalchbrenner,lllva Sutskever, )I imothy Lillicrap, Madeleine Leach, Koray
v

Kavukcuoglu, Thore Graepel & Demis Hassabis

Nature 529, 484-489 (2016) | Cite this article

441k Accesses | 7340 Citations | 3086 Altmetric | Metrics
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9¢ Google DeepMind
Challenge Match

8 - 15 March 2016

$8: AlphaGo  \Lee Sedol
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Artificial Intelli¢/ "} Eonmusk® ®  sam Altman @
OpeI‘IAl Launch‘ @elonmusk - Follow @sama - Follow
From Elon Musk Announcing formation of @o| Really excited to announce @open_ai. Please check it out:

Drew Olanoff @yoda / 6:13 AM GMT+8+D /// // I l\\\\

openai.com openai.com
Introducing OpenAl Introducing OpenAl

OpenAl is a non-profit artificial inte  OpenAl is a non-profit artificial intelligence research company. Our goal
is to advance digital intelligence in - is to advance digital intelligence in the way that is most likely to benef...
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Disco Diffusion
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ChatGPT

ChatGPT: Optimizing
Language Models
for Dialogue

We've trained a model called ChatGPT which interacts in a
conversational way. The dialogue format makes it possible for
ChatGPT to answer followup questions, admit its mistakes,
challenge incorrect premises, and reject inappropriate requests.
ChatGPT is a sibling model to InstructGPT, which is trained to
follow an instruction in a prompt and provide a

detailed response.




GPT-4

« Mar. 14, 2023

GPT-4 Technical Report

OpenAl*

Abstract

We report the development of GPT-4, a large-scale, multimodal model which can
accept image and text inputs and produce text outputs. While less capable than
humans in many real-world scenarios, GPT-4 exhibits human-level performance
on various professional and academic benchmarks, including passing a simulated
bar exam with a score around the top 10% of test takers. GPT-4 is a Transformer-
based model pre-trained to predict the next token in a document. The post-training
alignment process results in improved performance on measures of factuality and
adherence to desired behavior. A core component of this project was developing
infrastructure and optimization methods that behave predictably across a wide
range of scales. This allowed us to accurately predict some aspects of GPT-4’s

performance based on models trained with no more than 1/1,000th the compute of

4/11/2023 GPT-4.
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New chat

Al Chat Tool Ethics

Al Chat Tool Impact Writing

New chat

New chat

New chat

New chat

New chat

Clear conversations

Light mode

OpenAl Discord

Updates & FAQ

Log out

Examples

"Explain quantum computing in
simple terms" —

"Got any creative ideas for a 10
year old's birthday?" —

"How do | make an HTTP request
in Javascript?” —

ChatGPT Jan 9 Version. Free Research Preview. Our goal is to make Al systems more natural and safe to interact with. Your feedback will help us improve.

ChatGPT

4

Capabilities

Remembers what user said
earlier in the conversation

Allows user to provide follow-up
corrections

Trained to decline inappropriate
requests

A

Limitations

May occasionally generate
incorrect information

May occasionally produce
harmful instructions or biased
content

Limited knowledge of world and
events after 2021
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Good afternoon.

Tomorrow afternoon at 1: 00
apartment will arrange the killing
work, if there is a need to kill the
baby in the house, please
communicate with us through
WeChat
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« Transformer
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Examples

"Explain quantum computing in
simple terms"

"Got any creative ideas for a 10
year old’s birthday?"

"How do | make an HTTP
request in Javascript?"

ChatGPT

%

Capabilities

Remembers what user said
earlier in the conversation

Allows user to provide follow-
up corrections

Trained to decline inappropriate
requests

VAN

Limitations

May occasionally generate
incorrect information

May occasionally produce
harmful instructions or biased
content

Limited knowledge of world and
events after 2021

38
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Examples

"Explain quantum computing in
simple terms"

"Got any creative ideas for a 10
year old’s birthday?"

"How do | make an HTTP
request in Javascript?"

ChatGPT

%

Capabilities

Remembers what user said
earlier in the conversation

Allows user to provide follow-
up corrections

Trained to decline inappropriate
requests

VAN

Limitations

May occasionally generate
incorrect information

May occasionally produce
harmful instructions or biased
content

Limited knowledge of world and
events after 2021

39
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- Language Model
BAES P — N FsaILAHRELE 590

NEiTRES
AIP(s)yEXBD. W :

0 a= WERESLD.
o b= EETER.

o P(a) > P(b)
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- Language Model
REESHEMLTHIERS B DR AES (EE)ARES

L
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- Language Model

WFEENTFa = wil w2 ... wm , BI{TitEP(a)?
50N (chain rule)

P(a)

P(w1w2 m)
P(wy)P (w2|w1)P(w3|w1w2)...P(wm|w1w2...wm_1)

|
::]3

P(wg|wy ... wg—1)

e
I

1

P (Do you still remember)
= P(Do) x P(you|Do) x P(still|Do you) x P(remember|Do you still)
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N-gram LM
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n-1/MaEtpkBIR R -

P(a) = || Plwrwr—ng1 -~ wi_i)

k=1 g
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N-gram LM

“a black

o “cat" ? "stone” ?

n

“Kevin gives food to a black

o “cat’” ? "stone” ?

MRIMEF KN LTS5 aEFERN T —MAEE

40{a]1E4ENn?
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N-gram LM

n $KHY

o RETEZANERER | BIRERXIE
o BE 28N EE. ITERNMK. JIGERFES. SHETA TR

n B
0 BEEEY , FEREIME
o BE , 80 iHERNN. JIFERIFTEEKRSZ. 28GR

unigram (n=1)

o p(wi) HFIEESHHE20000M8 , NFEEIT200001241

bigram (n=2)

o p(wilwi-1) FEESHHE200007N , NIFEZEHTH200004 20248
trigram (n=3)

o p(wilwi-2 wi-1) EiE=$H20000M7 , MEE(EHH200004 3MNS#8
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Evaluation: Perplexity

The higher this quantity is, the better the language model is at
modeling unseen sentences.

m

Perplexity on the test corpus is derived as a direction transformation of this.
ppl = 9!
Ry (i)
[ = M;logzp(az )

M is the total length of the sentences in the test corpus.
What if the model estimate ¢(w | u,v) = 0 and the trigram appears in the dataset?

4/11/2023 Piji Li, LLM&ChatGPT 48



NN LM

« Neural Network based Language Model

P(a) = P(wiws ... w,y,)
= P(w1) P(wa|wy) P(ws|wiws) ... P(wm,|wiws ... wp—1)
= H P(wgwy ... wi—1])

k=1

Yoshua Bengio B2 FOLLOWING Cited by VIEW ALL
Professor of computer science, University of Montreal, Mila, IVADO, CIFAR Al Since 2017
Verified email at umontreal.ca - Homepage
Machine learing deep learning  artificial intelligence Citations 575402 505807
h-index 210 192
i10-index 738 660
TITLE CITED BY YEAR 118000

Deep learning 56544 2015 88500
Y LeCun, Y Bengio, G Hinton

nature 521 (7553), 436-444 59000
Generative adversarial networks 50339 2020 29500
| Goodfellow, J Pouget-Abadie, M Mirza, B Xu, D Warde-Farley, S Ozair, ...

Communications of the ACM 63 (11), 139-144 . I .

2015 2016 2017 2018 2019 2020 2021 2022
Gradient-based learning applied to document recegnition 49346 1998
Y LeCun, L Bottou, Y Bengio, P Haffner
Proceedings of the IEEE 86 (11), 2278-2324

A Public access VIEW ALL
Deep learning 43742 2016
| Goodfellow, Y Bengio, A Courville ) )
MIT press 9 articles 101 articles
Neural machine translation by jointly learning to align and translate 25724 2014 not available available
D Bahdanau, K Cho, Y Bengio )
arXiv preprint arXiv:1409.0473 Based on funding mandates
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NN LM

PAIMHZIESIEE (neural language model)

o A Neural Probabilistic Language Model, Bengio et al. 2003
0 BEEMEREEITTN-gramiE SR PRIFRAHTER

*;II il'l i-th output = P(w, = i | context)

O y=b+Wx+ Utanh(d + Hx) A - — o
- W, U, HESHUENE , b, dRE o
SR - =
Clwrnilr [Ctwa) Clmi - ,
epenpeeegl I

index for Wy index for w,_» index for w,_,
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NN LM

BRP
o NI EES ZRIEIENER
TRIAHENELE ! (recurrent neural network)
o EINIEINZ BRI H

» LERELLZ BIRTERIR A&
0 BB RERERNSE
0 NEHERSERNEHEX

e000| (0000| (eoo0]
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h; =h; 1 + g(x¢;6),
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B 2= I 257
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Long Short-Term Memory, LSTM

Juergen Schmidhuber Cited by VIEW ALL

King Abdullah University of Science and Technology / The Swiss Al Lab, IDSIA/

9.0 All Since 2017
University of Lugano

Verified email at kaust.edu.sa - Homepage Citations 181494 152910

computer science artificial intelligence reinforcement learning neural networks physics h-index 110 88

i10-index 403 258

TITLE CITED BY YEAR 34000

LOI‘Ig short-term memory CCF B 74441 1097 25500
S Hochreiter, J Schmidhuber

Neural computation 9 (8), 1735-1780 17000
Deep learning_ in neural networks: An overview m 17335 2015 8500
J Schmidhuber I

Neural networks 61, 85-117 .

2015 2016 2017 2018 2019 2020 2021 2022

Learning to forget: Continual prediction with LSTM (=57 = 6180 2000

FA Gers, J Schmidhuber, F Cummins
Neural computation 12 (10), 2451-2471

* Public access VIEW ALL
Multi-column deep neural network for traffic sign classification == - - 5738 2012
D CiresAn, U Meier, J Masci, J Schmidhuber 2 articles 118 articles
Neural networks 32, 333-338

not available available

Multi-column deep neural networks for image classification e 2012
D Ciregan, U Meier, J Schmidhuber Based on funding mandates
2012 IEEE conference on computer vision and pattern recognition, 3642-3649
LSTM: A search space odyssey =« - 5169 2016
K Greff, RK Srivastava, J Koutnik, BR Steunebrink, J Schmidhuber Co-anthare VIEW Al |
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Search:

Al Blog

{@SchmidhuberAl
What's new? 6 Dec 2021

KAUST (17 papers at
MNeurlPS 2021) and its
environment are now
offering enormous
resources to advance both
fundamental and applied Al
research: we are hiring
outstanding professors,
postdocs,_and PhD
students.

{ERC Grant: Many jobs for
PhD students and PostDocs
to be hired in 2020. Earlier
jobs: 2017, 2016)

FAQ in AMA (Ask Me
Anything) on reddit (2014)

Publications (2021)
CV (2021}
Old videos (2009-2015)

L4
o
Master's in Arificial
Intelligence (Fall 2017)

Contact:

Jirgen Schmidhuber

IDSIA, Polo universitario
Lugano, Via la Santa 1, CH-
6962 Lugano - Viganello,
Switzerland

Fax +41 58 666666 1

Fon +41 53 666666 2

Sec +41 53 666666 6

- . a

sy

* |URGEN'SCHMIDHUBER'S HOME PAGE ™3

P

Since age 15 or so, the main goal of professor Jurgen Schmidhuber has been to build a seli-
improving Arificial Intelligence (Al) smarter than himself, then retire. His lab's Deep Learning
Meural Metworks (NNs) based on ideas published in the "Annus Mirabilis” 1950-1951 have
revolutionised machine learning and Al. In 2009, the CTC-rained Long Short-Term Memory
(LSTM) of his team was the first recurrent NN to win international pattern recognition
competitions. In 2010, his lab's fast and deep feedforward WNs on GPUs greatly outperformed
previous methods, without using any unsupervised pre-training, a popular deep learning strategy
that he pioneered in 1991. In 2011, the DanNet of his team was the first feedforward NN to win
computer vision contests, achieving superhuman performance. In 2012, they had the first deep
MM to win a medical imaging contest (on cancer detection). This deep learning revolution quickly
spread from Europe to North America and Asia, and attracted enormous interest from industry. By
the mid 2010s, his lab's NNs were on 3 billion devices,_and used billions of times per day_through
users of the world's most valuable public companies, e.g., for greatly improved speech
recagnition on all Android smartphones, greatly improved machine translation through Google
Translate and Facebook {over 4 billion LSTM-based translations per day), Apple's Siri and
Quicktype on alliPhones, the answers of Amazon's Alexa, and numerous other applications. In
May 2015, his team published the Highway Net, the first working really deep feedforward NN with
hundreds of layers—its open-gated version called ResNet (Dec 2015) has become the most cited
NN of the 21st century, LSTM the most cited NN of the 20th (BEloomberg called LSTM the
arguably most commercial Al achievement). His lab's NNs are now heavily used in healthcare
and medicine, helping to make human lives longer and healthier. His research group also
established the fields of mathematically rigorous universal Al and recursive self-improvement in
metalearning_ machines that learn to learn {since 1987). In 1990, he introeduced unsupervised
generative adversarial neural networks that fight each other in a minimax game to implement
artificial curiosity (the famous GAMNs are instances thereof). In 1991, he introduced neural fast
weight programmers formally equivalent to what's now called linear Transformers (popular in
natural language processing). His formal theory of creativity & curiosity & fun explains art,
science, music, and humor. He also generalized algorithmic information theory and the many-
worlds theory of physics, and introduced the concept of Low-Complexity Art, the information age’s
extreme form of minimal art. He is recipient of numerous awards, author of about 400 peer-
reviewed papers, and Chief Scientist of the company NNAISENSE, which aims at building the
first practical general purpose Al. He is a frequent keynote speaker, and advising various
governments on Al strategies.

RESEARCH

Arificial Recurrent Neural  Adificial Evolution. State-of-
Metworks (1989-2014). the-art methods for network
| Most work in machine evolution co-evolve all
| learning focuses on neurens in parallel (excellent
| machines with reactive results in various
| behavior. RMNs, however,  applications). EVOLINO
are more general outperforms previous
Sequence processors methods on several

inspired by human brains. They have adaptive
feedback connections and are in principle as
powerful as any computer. The first RNNs
could not learn to look far back into the past.
But our "Long Short-Term Memaory” (LSTM)
RMNN overcomes this fundamental problem.

supervised learning tasks, and yields the first
recurrent support vector machines. Probabilistic

incremental program evolution evolves computer

programs through probabilistic templates insteac
of program populations (first approach to
evolving entire soccer team strategies from
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KIEHAICIZHHEMEE (Long Short-Term Memory, LSTM )
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KIEHAICIZiHhEM4EE (Long Short-Term Memory, LSTM )
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Gated Recurrent Unit, GRU
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Gated Recurrent Unit,

Kyunghyun Cho &7 FOLLOWING Cited by
New York University, Genentech Al Since 2017
Verified email at nyu.edu - Homepage
Machine Learning Deep Learning Citations 108410 102044
h-index 88 87
i10-index 197 192
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Neural machine translation by jointly learing to align and translate 26204 2014 18000
D Bahdanau, K Cho, Y Bengio
ICLR 2015 12000
Learning Phrase Representations using RNN Encoder-Decoder for Statistical Machine 21500 2014 6000
Translation @ == = I
|

K Cho, B van Merrienboer, C Gulcehre, F Bougares, H Schwenk, ...

Conference on Empirical Methods in Natural Language Processing (EMNLP 2014) 2015 2016 2017 2018 2019 2020 2021 2022

Empirical evaluation of gated recurrent neural networks on sequence modeling 10945 2014

J Chung, C Gulcehre, KH Cho, Y Bengio .

arXiv preprint arXiv:1412.3555 Public access VIEW ALL
Show, Attend and Tell: Neural Image Caption Generation with Visual Attention @& 9771 2015 3 articles 48 articles
K Xu, J Ba, R Kiros, K Cho, A Courville, R Salakhutdinov, R Zemel, ...

International Conference on Machine Learning not available available
On the Properties of Neural Machine Translation: Encoder-Decoder Approaches 5749 2014 Based on funding mandates

K Cho, B van Merrienboer, D Bahdanau, Y Bengio
Eighth Workshop on Syntax, Semantics and Structure in Statistical ...

Attention-based models for speech recognition @7 2505 2015 ——— VIEW ALL
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Gated Recurrent Unit, GRU
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6.1.2. SAMPLES FROM THE NYT MODEL

Below is a sample from the model trained on the full NYT
dataset, where the MRNN was 1nitialized with a single
space. The spaces surrounding the punctuation are an ar-
tifact of the preprocessing.

while he was giving attention to the second advantage of school
building a 2-for-2 stool killed by the Cultures saddled with a half-
suit defending the Bharatiya Fernall ’s office . Ms . Claire Parters
will also have a history temple for him to raise jobs until naked
Prodiena to paint baseball partners , provided people to ride both
of Manhattan in 1978 , but what was largely directed to China in
1946 , focusing on the trademark period is the sailboat yesterday
and comments on whom they obtain overheard within the 120th
anniversary , where many civil rights defined , officials said early
that forms , ” said Bernard J. Marco Jr. of Pennsylvania , was

monitoring New York
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/*
* If this error is set, we will need anything right after that BSD.
*/

static void action_new_ function(struct s stat info *wb)

{

unsigned long flags;

int lel idx bit = e->edd, *sys & ~((unsigned long) *FIRST COMPAT);

buf[0] = OxFFFFFFFF & (bit << 4);

min(inc, slist->bytes);

printk (KERN WARNING "Memory allocated %02x/%02x, "
"original MLL instead\n"),
min(min(multi run - s->len, max) * num data in),
frame pos, sz + first seq);

div_u64 w(val, inb p);

spin unlock(&disk->queue lock);

mutex unlock (&s->sock->mutex) ;

mutex unlock(&func->mutex);

return disassemble(info->pending bh);

static void num_serial_settings(struct tty struct *tty)

{
if (tty == tty)
disable single st p(dev);

e

pci disable spool(port);
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iR E — AR ES AT,
After a cup of unstrained wine,
I have been a little drunk
8 = T B 8%,
I saw the cloud split the sky apart.
I 3 35 A L 36
On horseback. I pass through every road
across the mountain.
VR iz - I A
but can only watch the red sun falling down
with sorrow.

kB — AR BL AT,
After a cup of unstrained wine,
[ have been a little drunk
Jey FHATT 4L 2 8 AR
With a narrow boat. where could I find
the hermits?
TR )3 R,
Friends, don't be surprised that I come
back so late,
77 AR E) B
[ have seen the great tide and the grand
spring breeze.

i — AR AL AT
After a cup of unstrained wine,
I have been a little drunk
F = AT & BALSR
I wonder on which cloud I can see the
presence of the gods.
igig + e KA,
The moon above the mount seems
farther and farther.
EFEFLEF K.
The mist among the hill becomes
thicker and thicker.

(a) Style 1: “loneliness, melancholy™

Yang et al. Stylistic Chinese Poetry Generation via Unsupervised Style Disentanglement. EMNLP 2018.
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(b) Style 4: “hermit, rural scenes”

Piji Li, LLM&ChatGPT

(c) Style 8: “the portrait of hazy scener-

1ies”
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« 2013, 2014, 2015
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Phrase Reorder:

Chinese: ,ﬁJ@ J—_\ ? I ﬁﬁ[\? I#\Ljé

Phrase Seg: 3 e || T || e
! ! !

Phrase Trans: | In Beijing did lecture
l —
|

did lecture, | in Beljing

English: I did lecture In Beljing

sk KR V=3 EElectures
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Chinese TR | N S Y

Er%ﬁ%”:ng I gave a talk in Beijing

K xR, FlasEElectures
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[lva Sutskever, Geoffrey Hinton, and Graham Taylor
University of Toronto
{ilya, hinton, gwtaylor}écs.utoronto.ca

Generating Text with Recurrent Neural Networks

ILYA®@ CS.UTORONTO.CA
IMARTENS @ C5. TORONTO.EDU
HINTON @C5. TORONTO.EDU

Ilya Sutskever
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Geoffrey Hinton
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Modeling Temporal Dependencies in High-Dimensional Sequences:
Application to Polyphonic Music Generation and Transcription
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2002
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Recursive Deep Models for Semantic Compositionality
Over a Sentiment Treebank

Richard Socher, Alex Perelygin, Jean Y. Wu, Jason Chuang,
Christopher D. Manning, Andrew Y. Ng and Christopher Potts
Stanford University, Stanford, CA 94305, USA
richardisocher.org, {aperelyg, jcchuang, ang}fcs.stanford.edu
{jeaneis,manning, cgpotts}@stanford.edu

Abstract

Semantic word spaces have been very use-
ful but cannot express the meaning of longer
phrases in a principled way. Further progress
towards understanding compositionality in
tasks such as sentiment detection requires
richer supervised training and evaluation re-
sources and more powerful models of com-
position. To remedy this, we introduce a
Sentiment Treebank. It includes fine grained
sentiment labels for 215,154 phrases in the
parse trees of 11,855 sentences and presents
new challenges for sentiment composition-
ality. To address them, we introduce the
Recursive Neural Tensor MNetwork.  When
trained on the new treebank, this model out-

imtelligent  hamor

other  kimd

choerness

Figure I: Example of the Recursive Neural Tensor Net-
work accurately predicting 5 sentiment classes, very neg-
ative to very positive (- =, =, (0, +. + +), at every node of a
parse tree and capturing the negation and its scope in this
sentence.
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University of Le Mans tical weight in the models’ estimation of their trans-
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This paper presents a new approach to perform the estimation of the translation model prob-
abilities of a phrase-based statistical machine translation system. We use neural networks to

directly learn the translation probability of phrase pairs using continuous representation it tamget st — _— arget
system can be easily trained on the same data used to build standard phrase-based sy ™ auna hidden — ]

3 H 5 3 i ::‘I‘.iun : x'h.m:d hidden
We provide experimental evidence that the approach seems to be able to infer mean f e ] /'- L brojection

translation probabilities for phrase pairs not seen in the training data, or even predict a
the most likely translations given a source phrase. The approach can be used to rescore — — —
lists, but we also discuss an integration into the Moses decoder. A preliminary evaluation ] =
English/French IWSLT task achieved improvements in the BLEU score and a human ar 5 - .
showed that the new model often chooses semantically better translations. Several exte - : ) Bl
of this work are discussed. L —

KEYWORDS: Statistical machine translation, phrase probability estimation, continuous
models, neural network. 5 L [ 5 .
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and h.
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Figure 1: An illustration of the proposed RNN
Encoder-Decoder.
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Phrase Generation + SMT, A2 EIFfJend-to-endETFINMT,

N
logp(f | e) = E wn fn(f,€) +log Z(e). Models BLEU
n=l Baseline 30.64 | 33.30
RNN 31.20 | 33.87
. . . CSLM + RNN 31.48 | 34.64
3.1 Scoring Phrase Pairs with RNN CSLM + RNN + WP | 3150 | 34.54

Encoder-Decoder
Table 1: BLEU scores computed on the develop-

Here we propose to train the RNN Encoder— ment and test sets using different combinations of
approaches. WP denotes a word penalty, where

DECO—dE:I'. (SE'E Sec. 2.2) Dl’l a table of ph-I'EI.SE pairs we penalizes the number of unknown words to
and use its scores as additional features in the log- neural networks.

linear model in Eq. (9) when tuning the SMT de-

coder.
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Neural Machine Translation
by Jointly Learning to Align and Translate

Dzmitry Bahdanau KyungHyun Cho Yoshua Bengio
Jacobs University, Germany Université de Montréal Université de Montréal
CIFAR Senior Fellow
Abstract

Neural machine translation is a recently proposed approach to machine transla-
tion. Unlike the traditional statistical machine translation, the neural machine
translation aims at building a single neural network that can be jointly tuned to
maximize the translation performance. The models proposed recently for neural
machine translation often belong to a family of encoder—decoders and encodes
a source sentence into a fixed-length vector from which a decoder generates a
translation. In this paper, we conjecture that the use of a ixed-length vector 1s a
bottleneck in improving the performance of this basic encoder—decoder architec-
ture, and propose to extend this by allowing a model to automatically (soft-)search
for parts of a source sentence that are relevant to predicting a target word, without
having to form these parts as a hard segment explicitly. With this new approach,
we achieve a translation performance comparable to the existing state-of-the-art
phrase-based system on the task of English-to-French translation. Furthermore,
4/11/2023 qualitative analysis reveals that the (soft-)alignments found by the model agree 97
well with our intuition.
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Algorithm 1 Beam search

Time step 1 Time step 2 Time step 3
Candidates Candidates Candidates Input: Beam size f§, maximum length 7, user id u, item id v, and
tips generation model G.
A A Output: f best candidate tips.
\\ B 1: Initialize IT = 0, ar[O:ﬁ—l]=0,Hp=0,7rp=0,t=0;
A s ¢ AB ® ABD

S PP 2: Get user latent factor and item latent factor:
/C:) \ P \® u=U(;,u) and v = V(;,v)
/© g E while t < n do

3:
\ 5% A A 4:  Generate ff new states based on II: {§t}5_1 = G(II)
5. forifromO0to f do
6
7

E N B B
Z. c é c : Uncompleted sequence s; < II(i)
c S CE __ CED P q
\é L7 i‘@—” : Top-p words {wo, w1, ..., wg_1} « p-argmax §§wi)
- w; eV '
& 8: for each word w; do

9: Concatenation: Ilp.inseart(s; + wj)
10: Likelihood: 7p.inseart(r[i] + logﬁgvj ))

11: end for

Greedy Search 2 end for

13:  Get the top-f sequences with largest likelihood:
Beam Search (1P B = p- argmax I

selly,lemn,
14: I « {s}g_l, T — {l}g_l, O, =0,7=0
15: te—t+1

16: end while
17: return II, x.
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Figure 3: Four sample alignments found by RNNsearch-50. The x-axis and y-axis of each plot
correspond to the words in the source sentence (English) and the generated translation (French),

respectively. Each pixel shows the weight a;

of the annotation of the j-th source word for the i-th

Piji Li, LLM&CF target word (see Eq. (6)), in grayscale (0: black, 1: white). (a) an arbitrary sentence. (b—d) three
randomly selected samples among the sentences without any unknown words and of length between
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The journal of machine learning research 15 (1), 1929-1958

L : : . : Public access VIEW ALL
Distributed representations of words and phrases and their compositionality 37503 2013
T Mikolav, | Sutskever, K Chen, GS Cormrado, J Dean - )
Advances in neural information processing systems 26 0 articles 4 articles
Sequence to sequence learning with neural networks 21509 2014 not available available
| Sutskever, O Vinyals, QV Le .
Advances in neural information processing systems 27 Based on funding mandates
Mastering the game of Go with deep neural networks and tree search 15366 2016
D Silver, AHuang, CJ Maddison, A Guez, L Sifre, G Van Den Driessche, ...
524G (TERTY AR4-429

nature 529 (7587), 484-489 Co-authors VIEW ALL
Intriguing properties of neural networks 12464 2013
C Szegedy, W Zaremba, | Sutskever, J Bruna, D Erhan, | Goodfellow, ... Geoffrey Hinton 3
arXiv preprint arXiv:1312.6199 Emeritus Prof. Comp Sci, U.Toro. ..
Improving neural networks by preventing co-adaptation of feature detectors 9643 2012 I Alex Krizhevsky >
GE Hinton, N Srivastava, A Krizhevsky, | Sutskever, RR Salakhutdinov University of Toronto
arXiv preprint arXiv:1207.0580

Oriol Vinyals »
Language models are few-shot learners 8070 2020 dh  Research Scientist at Google De...
T Brown, B Mann, N Ryder, M Subbiah, JD Kaplan, P Dhariwal, ... Wojciech Zaremba

v i i i i y 14

Advances in neural information processing systems 33, 1877-1901 Q Co-Founder of OpenAl >
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Seqg2seg-Istm (no attention)
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|
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Figure 1: Our model reads an input sentence “ABC” and produces
model stops making predictions after outputting the end-of-sentence

input sentence in reverse, because doing so introduces many short term
optimization problem much easier.

Method test BLEU score (ntst14)
Bahdanau et al. [2] 28.45
Baseline System [29] 33.30
Single forward LSTM, beam size 12 26.17
Single reversed LSTM, beam size 12 30.59
Ensemble of 5 reversed LSTMs, beam size 1 33.00
Ensemble of 2 reversed LSTMs, beam size 12 33.27
Ensemble of 5 reversed LSTMs, beam size 2 34.50
Ensemble of 5 reversed LSTMs, beam size 12 34.81

Table 1: The performance of the LSTM on WMT’14 English to French test set (ntst14). Note that
an ensemble of 5 LSTMs with a beam of size 2 is cheaper than of a single LSTM with a beam of

size 12.
15 . .
4t O | was given a card by her in the garden
3r OMary admires John 10F O In the garden , she gave me a card
O She gave me a card in the garden
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Seq2seq-attention
)& A seq2seqhy

» Research
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- Hang Li, Zhengdong Lv
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Google NMT

Google’s Neural Machine Translation System: Bridging the Gap
between Human and Machine Translation

Yonghui Wu, Mike Schuster, Zhifeng Chen, Quoc V. Le, Mohammad Norouzi
yonghui,schuster,zhifengc,qvl,mnorouzi@google.com

Deep
Residual

Wolfgang Macherey, Maxim Krikun, Yuan Cao, Qin Gao, Klaus Macherey,
Jeff Klingner, Apurva Shah, Melvin Johnson, Xiaobing Liu, FLukasz Kaiser,
Stephan Gouws, Yoshikiyo Kato, Taku Kudo, Hideto Kazawa, Keith Stevens,
George Kurian, Nishant Patil, Wei Wang, Cliff Young, Jason Smith, Jason Riesa, Pa ra I I el

Alex Rudnick, Oriol Vinyals, Greg Corrado, Macduff Hughes, Jeffrey Dean

Wordpiece (subwords)

Abstract
[ ] [ ]
Neural Machine Translation (NMT) is an end-to-end learning approach for automated translation, - Le n gt h - n o r m a I I z at I O n
with the potential to overcome many of the weaknesses of conventional phrase-based translation systems.
Unfortunately, NMT systems are known to be computationally expensive both in training and in translation

inference — sometimes prohibitively so in the case of very large data sets and large models. Several authors

Coverage penalty
have also charged that NMT systems lack robustness, particularly when input sentences contain rare words.
These issues have hindered NMT’s use in practical deployments and services, where both accuracy and H f I H f U
speed are essential. In this work, we present GNMT, Google’s Neural Machine’ Translation system, which Re I n o rce m e nt e a rn I n g 0 r B L E

attempts to address many of these issues. Our model consists of a deep LSTM network with 8 encoder
and 8 decoder layers using residual connections as well as attention connections from the decoder network
to the encoder. To improve parallelism and therefore decrease training time, our attention mechanism
connects the bottom layer of the decoder to the top layer of the encoder. To accelerate the final translation
speed, we employ low-precision arithmetic during inference computations. To improve handling of rare
words, we divide words into a limited set of common sub-word units (“wordpieces”) for both input and
output. This method provides a good balance between the flexibility of “character”’-delimited models and
the efficiency of “word”-delimited models, naturally handles translation of rare words, and ultimately
improves the overall accuracy of the system. Our beam search technique employs a length-normalization
procedure and uses a coverage penalty, which encourages generation of an output sentence that is most
likely to cover all the words in the source sentence. To directly optimize the translation BLEU scores,
we consider refining the models by using reinforcement learning, but we found that the improvement
in the BLEU scores did not reflect in the human evaluation. On the WMT’14 English-to-French and
English-to-German benchmarks, GNMT achieves competitive results to state-of-the-art. Using a human
side-by-side evaluation on a set of isolated simple sentences, it reduces translation errors by an average of
60% compared to Google’s phrase-based production system.

1609.08144v2 [cs.CL] 8 Oct 2016

arXiv
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Sequential Computation

Lingpeng Kong, NLP Lectures
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Seq2seq-attention

Parallel Computing?

.........................................................................

GPU loves parallel computing blocks!
L4 v \4
computing block 1 computing block 2 computing block 3

Lingpeng Kong, NLP Lectures
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Convolution Style Models
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ConvS2S

[Submitted on 8 May 2017 (v1), last revised 25 Jul 2017 (this version, v3)]

Convolutional Sequence to Sequence Learning
Jonas Gehring, Michael Auli, David Grangier, Denis Yarats, Yann N. Dauphin

The prevalent approach to sequence to sequence learning maps an input sequence to a variable leng
architecture based entirely on convolutional neural networks. Compared to recurrent models, compu
optimization is easier since the number of non-linearities is fixed and independent of the input lengi
equip each decoder layer with a separate attention module. We outperform the accuracy of the deep
WMT'14 English-French translation at an order of magnitude faster speed, both on GPU and CPU.

ICML2017
Facebook Al Research

4/11/2023 Piji Li, LLM&ChatGPT 112



ConvS2S

o They ages <o <o WMT’16 English-Romanian BLEU
Embeddings H _H F—— Sennrich et al. (2016b) GRU (BPE 90K) 28.1
Convolutions ConvS2S (Word 80K) 2945
ConvS2S (BPE 40K) 30.02

Gated

Linear
Units WMT’14 English-German BLEU
/ K Luong et al. (2015) LSTM (Word 50K) 20.9
L LT T ] Kalchbrenner et al. (2016) ByteNet (Char) 2375
Attention Wau et al. (2016) GNMT (Word 80K) 23.12
v Wau et al. (2016) GNMT (Word pieces) 24.61
F>(3) ConvS2S (BPE 40K) 25.16

~®
Dot products | i) WMT’14 English-French BLEU
L Wau et al. (2016) GNMT (Word 80K) 37.90
T | ¥ | ¥ | v | L2 | Wau et al. (2016) GNMT (Word pieces) 38.95
——— ;

Wu et al. (2016) GNMT (Word pieces) + RL  39.92

ConvS2S (BPE 40K) 40.51

Table 1. Accuracy on WMT tasks comapred to previous work.

L
JCTI10T] ConvS2S and GNMT results are averaged over several runs.
j_}L Y Y v ¥
L H H H

H H | I

<p> <p> <s> Sie stimmen zu Sie stimmen zu </s>
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ConvS2S

WMT’14 English-German BLEU BLEU Time (s)
Wu et al. (2016) GNMT 26.20 GNMT GPU (K80) 31.20 3,028
Wu et al. (2016) GNMT + RL 26.30 GNMT CPU 88 cores 31.20 1,322
ConvS2S 26.43 GNMT TPU 31.21 384

ConvS2S GPU (K40) b =1 33.45 327

ConvS2S GPU (M40)b =1 33.45 221
WMT’14 English-French BLEU ConvS2S GPU (GTX-1080ti) b =1 33.45 142
Zhou et al. (2016) 40.4 ConvS2S CPU 48 cores b =1 33.45 142
Wau et al. (2016) GNMT 40.35 ConvS2S GPU (K40) b = 5 34.10 587
Wuetal. (2016) GNMT + RL ~ 41.16 ConvS2S CPU 48 cores b = 5 34.10 482
ComvS2S 1144 ConvS2S GPU (M40) b = 5 34.10 406

Table 2. Accuracy of ensembles with eight models. We show Table 3. CPU and GPU generation speed in seconds on the de-

both likelihood and Reinforce (RL) results for GNMT; Zhou et al. Vf:lopment set 017 WMT" 14 English-French. 'We show results for
(2016) and ConvS2S use simple likelihood training. different beam sizes b. GNMT figures are taken from Wu et al.

(2016). CPU speeds are not directly comparable because Wu et al.
(2016) use a 88 core machine versus our 48 core setup.

Google:
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» Googleld: BFEAIT? BKIE!
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Transformer

Ashish Vaswani Cited by
Startup | Al Since 2013
Verified email at fastmail.com
h-index 36 35
i10-index 51 45
TITLE CITED BY YEAR 33000
Attention is all you need 66778 2017 24750
AVaswani, N Shazeer, N Parmar, J Uszkoreit, L Jones, AN Gomez, ...
Advances in neural information processing systems 30 16500
Relational inductive biases, deep leamning, and graph networks 2503 2018 8250

\W Battaglia, JB Hamrick, V' Bapst, A Sanchez-Gonzalez, V Zambaldi, ...
arXiv preprint arXiv:1806.01261 -
2017 2018 2019 2020 2021 2022 2023
Self-attention with relative position representations 1485 2018
P Shaw, J Uszkoreit, A Vaswani

arxiv preprint arxiv:1803.02155

Public access VIEW ALL
Image transformer 1234 2018
M Parmar, A Vaswani, J Uszkorsit, L Kaiser, N Shazeer, A Ku, D Tran I ]
Intermnational conference on machine learning, 4055-4064 0 articles 3 articles
Attention augmented convolutional networks 844 2019 not available available

| Bello, B Zoph, A Vaswani, J Shlens, QV Le )
Proceedings of the |IEEE/CVF international conference on computer vision ... Based on funding mandates
Stand-alone self-attention in vision models 768 2019

P Ramaqplapi:l;ﬂ@g Parmar. A Vaswani. | Bello. A Levskava. J Shlens
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Attention Is All You Need
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Google Brain
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Attention Is All You Need
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Figure 1: The Transformer - model architecture.
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Transformer

Output
Probabililies

* Multi-headed self-attention
* Models context eed
* Feed-forward layers ) | | )
* Computes non-linear hierarchical features — = "
: V| ~EEED) | | Feter
e Layer norm and residuals P
* Makes training deep networks healthy o a ~
Enéooing ®_€9 & Er?zl)l(jﬂ?;
* Positional embeddings T T
* Allows model to learn relative positioning npus Qv

Figure 1: The Transformer - model architecture.

Vaswani, Ashish, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N. Gomez, tukasz
Kaiser, and lllia Polosukhin. "Attention is all you need." In NIPS, pp. 5998-6008. 2017.
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Transformer- self-attention
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Transformer

* Transformer: Multi-Head Attention
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Transformer-multi-head self-att

1) This is our 2) We embed 3) Split into 8 heads. 4) Calculate attention 5) Concatenate the resulting ~ matrices,
input sentence* each word* We multiply X or using the resulting then multiply with weight matrix to
with weight matrices Q/K/V matrices produce the output of the layer
X WoS
Thinking = WK Qo
Machines m \'NOV KO
- Vo
W;0
* In all encoders other than #0, T \N’1K 01

we don't need embedding. I W,V Fw_—‘:wfﬁ A
We start directly with the output [ 1 | Vi H—‘—

of the encoder right below this one

W-Q

w7V F‘F‘:H K</7
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Transformer-multi-head self-att

Layer: 5 § Attention:| Input - Input :
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Transformer-The Order of The Sequence

* Position embedding - relative position
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Transformer - Input
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Figure 1: The Transformer - model architecture.
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Transformer — Add & Norm

« Add — Residual Connection

* Norm
Layer Normalization ®aetal 201

h
h=g®oN(x)+b f

Nx) = 21 1y Jlﬂ LN
VT, “—HEQ““ 7= E;(x —u) 1

Smoother gradients, faster training and better generalization
accuracy. (Xu et al, Neurips 2019)
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Figure 1: The Transformer - model architecture.
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Transformer-decoder
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Figure 1: The Transformer - model architecture.
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Transformer-decoder

I have a car EOS
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Transformer-results

Table 2: The Transformer achieves better BLEU scores than previous state-of-the-art models on the
English-to-German and English-to-French newstest2014 tests at a fraction of the training cost.

Model BLEU Training Cost (FLOPs)
o EN-DE EN-FR  EN-DE  EN-FR

ByteNet [18] 23.75

Deep-Att + PosUnk [39] 39.2 1.0 - 1020
GNMT + RL [38] 24.6 39.92 2.3-10"° 1.4.10%°
ConvS2S [9] 25.16 40.46 9.6-101% 1.5-104Y
MOoE [32] 26.03  40.56 2.0-10° 1.2.10%
Deep-Att + PosUnk Ensemble [39] 40.4 8.0-10%0
GNMT + RL Ensemble [38] 2630  41.16 1.8-10%° 1.1-10%!
ConvS2S Ensemble [9] 26.36  41.29 7.7-1017 1.2.104%
Transformer (base model) 27.3 38.1 3.3-.1018

Transformer (big) 28.4 41.8 2.3 .10
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Examples

"Explain quantum computing in
simple terms"

"Got any creative ideas for a 10
year old’s birthday?"

"How do | make an HTTP
request in Javascript?"

ChatGPT

%

Capabilities

Remembers what user said
earlier in the conversation

Allows user to provide follow-
up corrections

Trained to decline inappropriate
requests

VAN

Limitations

May occasionally generate
incorrect information

May occasionally produce
harmful instructions or biased
content

Limited knowledge of world and
events after 2021
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15X HT-AIEERD

VSM->LDA((2003)

> Google Word2vec(2013/14) - Google LSTM-LM(2015)

> Al2 ELMo(2017) = OpenAl GPT(Jun 2018)

> Google BERT(Oct 2018) = OpenAl GPT2(2019)> Google XLNet(2019)
> OpenAl GPT3(2020)
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1IEX S tr-mExF-VSM

« TRE
. I MFATE, RESQET NS, SRR
+ £ BOWREIRG @TLIIRY, TEHT— NITRFESHEN, —7
. AXiF(Synonym): EMBATUSTR—MEE, —XSid;
. WEINGTRNE VFEAUES: AT R SRR, TSR
R E—ERANER, B AT (Topic), BTEE ISR B IS,
SRS S SR, B s A ST A,

- R, ERXERIIEESSAN RS IR EREERRSE, XEORENTEREY
FELSAtERY

https://zhuanlan.zhihu.com/p/80557306
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atent Semantic Indexing (LSI)

Indexing by latent semantic analysis [PDF] from ryanrossi.com

Authors  Scoft Deerwester, Susan T Dumais, George YW Furnas, Thomas K Landauer, Richard
Harshman

Publication date  1990/9
Journal  Journal of the American society for information science
Volume 41
lssue 6
Pages 391-407
Publisher  Wiley Subscription Services, Inc., A Wiley Company

Description A new method for automatic indexing and retrieval is described. The approach is to take
advantage of implicit higher-order structure in the association of terms with documents
(“semantic structure™) in order to improve the detection of relevant documeants on the
basis of terms found in queries. The particular technique used is singular-value
decomposition, in which a large term by document matrix is decomposed into a set of ca.
100 orthogonal factors from which the original matrix can be approximated by linear
combination. Documeants are represented by ca. 100 item vectors of factor weights.
Qlueries are representad as pseudo-document vectors formed from weighted
combinations of terms, and documents with supra-threshold cosine values are returned.
Initial te=sts find this completely automatic method for retrieval to be promising. © 1990
John Wiley & Sons, Inc.

Total citations ~ Cited by 18135

7 2008 2009 2010 2011 2012 2013 2014 2015 2016 2017 2018 2019 2020 2021 2022

4 3

Scholar articles  Indexing by latent semantic analysis
S Deerwester, ST Dumais, GW Furnas, TK Landauer... - Journal of the American society

4/11/2023 for information science, 1990 142
Cited by 16135 Related articles  All 59 versions



Latent Semantic Indexing (LSI)

* Goal

* Map high dimensional vector space representation to lower dimensional
representation in latent semantic space

* Reveal semantic relations between documents (count vectors)

* SVD
« N=UzVT
* U: orthogonal matrix with left singular vectors (eigenvectors of NNT)
* V: orthogonal matrix with right singular vectors (eigenvectors of NTN)
* 2: diagonal matrix with singular values of N

* Select k largest singular values from ¥ to get approximation N with minimal
error
* Can compute similarity values between document vectors and term vectors
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Latent Semantic Indexing (LSI)
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Latent Semantic Indexing (LSI)

Terms i1 i d3 q
a 1 1 1 0
arrived 0 1 1 0
damaged 1 0 0 0
delivery 0 1 0 0
fire 1 0 0 0
[:_]I:I|I2| A= 1 0 1 q= 1
In 1 1 1 0
of 1 1 1 0
shipment 1 0 1 0
silver 0 2 Q0 1
truck 0 1 1 1
04201 00748 _ k =2
02095 -0.2001
01206 0.2749
01578 -0.3046 40983 0.0000
U=zuy, = | 01206 02743 Fx E, = |00000 23616
k 02525 0.3794 k ' '
04201 0.0748
04201 0.0748
02626 0.3794
0.31581 -0.6093
| -0.2995 -0.2001 |
0.4345 06492 T T tn.fizma 06458 -III.EB‘I?:|
4/11/2023 Ve V) = ggg?g gglgg Vie Vi = |06492 07194 02460 e




Latent Semantic Indexing (LSI)

2igiele

Al 0']_'1,!.1?.1 [JSIﬁ 1% USOIﬁ

https://www.zhihu.com/question/22237507/answer/53804902
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Latent Semantic Indexing (LSI)

- SIRERHINERERETY, eNEZRERER, —XRFREDHEHNAILISE
FRURE, ERTRERIANMAYERR, FEER.

« BXHEFRRINEANET ENEENESSVDIRED BHEERNSE. FRERLSA
PITPREZEN—F, BURF4E, KRTXESR 1BE" |, BHELKER (K
YMARNRAEAERENAB/RHIE—#R) |, IEXEEENEI.

o ThET: RIFFERR
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pLSA(Probabilistic Latent Semantic Analysis)

LSAHERE X LRIRFEE
pLSA REET A T ERKERXE (ICSEEHEERT NS HAKE)
(1) AER P(d,,) EFE—RXHE dy,
(2) AER P(zi|dy) BRI—1ERR z,
(3) AMEER P(w,|zr) £H—MME w,

BEEERNTHRE (RER) : t@ﬂ

d < w N

(c) pLSI/aspect model

https://zhuanlan.zhihu.com/p/31235789
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pLSA(Probabilistic Latent Semantic Analysis)

NSRS ki

ZRNNHENSARATEEERS DMK, XTNHEIMRIANEN THEKE D!
Py, zk, w,) = P(dm)P(zkldm)P(wnlzk)
P, w,) = P(dm)P(wnldm)

BRE RSN i = (W1, Wa, . .., wy) , ERTHBERE
N

P(ib|dy) = [ | Pwnldn)
n=1

BA1E—T P(w,ldy) NREN, WRAESEBINZELZ BNFEMIEE, B

P(w,|dw) = )’ P(zi|dm) P(wn| 2k, d)
k

https://zhuanlan.zhihu.com/p/31235789
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pLSA(Probabilistic Latent Semantic Analysis)

HMNE—T P(w,|dy) BRIEN, WRAEEHIBEZBNRMEIRIENE, F

P(w,|dy) = ) P(zk|dy) P(wn|zi dm)
k

BENEEREPN . z. wAIBAIE, Eﬂ‘]E’l"x%EFn]@EEEEﬂF%‘ﬁE!EE’»J'%}Ri Yz 2XIAY, d
M w FHEIRIL, HE

P(wnlzks dpn) = P(wnlzk)
#HMmA

P(w,|dn) = ) P(zi|dm) P(wy|zi)
k

FTARENERE DS RENN

P(dp, wy) = P(dm) ), P(zildm) P(wy]z))
k

https://zhuanlan.zhihu.com/p/31235789
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pLSA(Probabilistic Latent Semantic Analysis)
1L 2R BRI X

ZHEE, BMNEENSMEMEERMITH EENS S, pLSA BIMRZFIKNTGE, BRESHEERRE, M
A=E RN EE. I, ZREAEIIEURRE:

M N
L®) = n [ ] [ ] P@n, wp)
m=1 n=1
— Z Z n(dy, w,) In P(d,,, wy)
- 2 Z n(dy,, w,)(In P(d,,) + In P(w,|d,))

=Y #(dm, wn) In P(wy|d) + Y. Y n(dm, wy) In P(dy)
BRI EEERE, BARBERIC:
LO) = ). Y n(dp, wy) In P(w,|d,,)

= D D, Mdm, w) In[ Y’ P(zildp) P(wn]20)]
m n k https://zhuanlan.zhihu.com/p/31235789
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pLSA(Probabilistic Latent Semantic Analysis)

AREIMNORSEM, B

Zm H(dm, wn)P(zklwns dm; 91‘)

Tk

=1

Zn n(dma wn)P(zklwm dm; 61)
Pm

=1
k

MAEIKRE 7% « pm » FRIASTERIEER
>, 1W(dm, W) P(zi|wy, dm; 0;)
En Em n(dms wn)P(zklwna dm; 91‘)
En n(dmv wn)P(Zklwns dm; 9!)
Zk Zn n(dma wn)P(zklwna dm; 9:)

SRBSHEEMEITITRE, E1F37 %2 pLSA KR8, FHENERERERAEE —TMEET (RAMRMGET)
Bz, BXIRIAHR., REEREMEEATZ HHITHEFHSESHRIFNER, FNHMM,
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pLSA(Probabilistic Latent Semantic Analysis)

o o

d 4 w N

* WF—TFMEMS, BIILTEFENETNE Ad RERT4, BELWRE PLSA HEIEEENNE LR
—NMEMREL, CANTGEERGTHIZRARYIE.

- ZRERIBIMI—NERET, EENAEEHENEN, AZd HNSEBaEELMEEN, XMSELIeE
ZDZEE, HBEZSHERENINGER. XA/ TIRE PLSA BEMKEIN Z £ RRIFKTRE,

https://www.cnblogs.com/bentuwuying/p/6219970.html
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Latent Dirichlet Allocation (LDA)

- Latent Dirichlet Allocation (LDA){EEH
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Latent Dirichlet Allocation (LDA)

Latent dirichlet allocation

Authors  David M Blei, Andrew Y Ng, Michael | Jordan
Publication date 2003
Journal  Journal of machine Leaming research
Volume 3
Issue Jan
Pages 993-1022

Description  We describe latent Dirichlet allocation (LDA), a generative probabilistic model for
collections of discrete data such as text corpora. LDAIs a thres-level hisrarchical
Bayesian model, in which each itam of a collection is modeled as a finite mixture over an
underlying set of topics. Each topic is, in turn, modeled as an infinite mixture over an
underlying set of topic probabilities. In the context of text modeling, the topic probabilities
provide an explicit representation of a document. We present efficient approximate
inference technigues based on variational methods and an EM algorithm for empirical
Bayes parameter estimation. We report results in document modeling, text classification,
and collaborative filtering, comparing to a mixture of unigrams model and the
probabilistic LS1 model.

Total citations  Cited by 45254

2008 2009 2010 2011 2012 2013 2014 2015 2016 2017 2018 2019 2020 2021 2022
l 3
Scholar articles  Latent dirichlet allocation

DM Blei, AY Ng, MI Jerdan - Journal of machine Learning research, 2003
Cited by 44707 Relatad articles  All 57 versions

Latent dirichlet allocation
D Blei, A Ng, M Jordan - Advances in neural information processing systems, 2001
Cited by 708 Related articles  All 9 versions
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Latent Dirichlet Allocation (LDA)

« LDAREL D RIESZSEHFINR, XBIF2LDAEEMERNETERE.,
« LDAD R EIRICIRFIRE . 1neiEE, —Inofm. GammaiiEy,
Betaszfn. ZIiofh. Dirichletofn. S/RELIRE. MCMC,

Gibbs Sampling, EM&ZZ,
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Latent Dirichlet Allocation (LDA)

 Dirichlet%%h
e DirichletfUIZRZEREY

* %kF52EE (Dirichlet) > 2SIV MBI IE D70,
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Latent Dirichlet Allocation (LDA)

4/11/2023
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Latent Dirichlet Allocation (LDA)
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152N oir-[mlExRa2~-LDA

Topics

gene 0.04
dna 0.02
genetic 0.01

data 0.02
number  0.02

computer ©.01

Y- Latent Dirichlet allocation

Topic proportions and

Documents .
assignments

Seeking Life’s Bare (Genetic) Necessities

COLD SPRING HARBOR, NEW YORK—  “are not all thar far apart,” cspeciallv in
How many genes does anfGRnism negd 1o comparison 1o the 73,000 genes mn the hu
supvive! Last week ar the genome meeting ' aue, notes Siv Anderssol ,‘ n1
here,” two genome researchers with radically University in oW -
different approaches presented complemen- | 300 T But coming up with e

tary views of the basic genes needed for e

One research team, us computer analy wmbers

ses Lo o -‘|‘.‘l'-”l' L“l W 2enioimnes, \.K'”Llll\il\l more CROMme e

that today'SORBIEEMS can be sustained with sequenced. “1t may gan I
just 230 genes, and that the carliest life forms - any newly ey " explains
required i mere 128 senes The o Arcady Mushegian, a computational mo

other researcher mappe
in a simple parasite and esti

lecular biologist ar the Natigga! Center
N\ for Biatechnology Information tCBI1)
mated that for this oreanism, [
RO0 genesare plenty to do the
job—bur that anyrhing shore
of 100 wouldn't be enough

Although the numbers don't
march precisely, those prsdicrions

PTED FROM NCBI

* Genome Mapping and Sequenc- ™
ing, Cold Spring Harbor, New York, Stripping down. Compuiter anaysis yields an esti-
May 810 12 mate of the minemum modem and ancient genomes

SCIENCE o VOL. 272 o 24 MAY 1996
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LDA-ERiBMEEEA

 Natural Language Processing
* Information Retrieval ~
« Recommendation Systems

Dk

kell, K|
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Large LDA - Peacock

« Wang, Yi, Xuemin Zhao, Zhenlong Sun, Hao Yan, Lifeng Wang, Zhihui Jin, Liubin Wang,
Yang Gao, Ching Law, and Jia Zeng. "Peacock: Learning long-tail topic features for
industrial applications." ACM Transactions on Intelligent Systems and Technology (TIST) 6,
no. 4 (2015): 1-23

T
| Configuration ¢ '
| i N P ' |
| |
| |
| h I [ h I [ " [ I I
i i | | i I |r | see ees " i | Layer?,
SRS EEE NN RS EEE RN B EESE

|} 38 183 |33 ! | 35 1235 |38 ! | 32 135 |38 ! !
1) -3 133 ! 2@ ! -3 133 ! 2@ ! P -3 133 ' 23 ! I
| lmmm __':__‘___'_‘____' leme _':__‘___'_‘____' tee __"L__A _____ _. |
e _P_ARF_A______ 2 _ \ A R _r_A____ [
Aggregationserver1 {  } } ¢ vV ___________

Aggregation server m Coordinator -}

Aggregation server M Vi i

:

ld o 1

Layer2 o —

Fig. 3. The hierarchical distributed architecture in Peacock. The first layer contains multiple configurations
in Figure 2. The second layer contains M aggregation servers and one coordinator server for global parame-
ter synchronization and asymmetric prior estimation. This architecture can readily scale up to hundreds of
machines having thousands of cores to learn at least 10° topics from 10? search queries.
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Large LDA - LightLDA

 Yuan, Jinhui, Fei Gao, Qirong Ho, Wei Dai, Jir {? %Ufﬁﬂﬁ o

and Wei-Ying Ma. "Lightlda: Big topic models
In Proceedings of the 24th International Coni

2015, E—KBER

[ CPU cores J ' [ CPU cores *}s"ﬂmﬁl--f SE=plE

Memory BU{I : @

[ Local RAM ] _ [ Local RAM ‘J.i:.?!!?.ll!.ﬂ

I/O Bus

Disks N

Remote RAM oni Parameter Servers .]

Worker #1 Worker #2

Figure 6: System architecture, data,
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- Deep Learning|BlBAE
« 2006

« 2011

« 2012, AlexNet

« RNN, LSTM
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Unsupervised Representation Learning

« Word2Vec - 2014

Tomas Mikolov B2 FOLLOWING Cited by VIEW ALL
Senior Researcher, CIIRC CTU

_ : Al Since 2018
Verified email at cvut.cz

Artificial Intelligence Machine Learning Language Modeling Natural Language Processing Citations 135162 107850

h-index 50 46

i10-index 95 82

TITLE CITED BY YEAR 24000

Distributed representations of words and phrases and their compositionality 37530 2013 16000
T Mikolow, | Sutskever, K Chen, GS Corrade, J Dean

Meural information processing systems 12000
Efficient estimation of word representations in vector space 33396 2013 6000
T Mikolov, K Chen, G Corrado, J Dean

arXiv preprint arxiv:1301.3781 n
2016 2017 2018 2019 2020 2021 2022 2023 :
Distributed representations of sentences and documents 10633 2014

Q Le, T Mikolov

International conference on machine learning, 1188-1196

o ) ) ) Public access VIEW ALL
Enriching word vectors with subword information 9746 2017
P Bo_lanulwskl. E Gra‘.fe..i‘«lJDlulln. T Mikolov . o i 0 articles 3 articles
Transactions of the association for computational linguistics 5, 135-146
not available available

Recurrent neural network based language model. 5904 2010
T Mikolow, M Karafiat, L Burget, J Cemocky, S Khudanpur

Interspeech 2 (3), 1045-1048 Based on funding mandates

On the difficulty of training recurrent neural networks 5833 2013

R Pascanu, T Mikelov, ¥ Bengio

International conference on machine learning, 1310-1318 Co-authors VIEW ALL
Bag of tricks for efficient text classification 4751 2016

A Joulin, E Grave, P Bojanowski, T Mikolov e Jeff Dean >
arXiv preprint arXiv-1607.01759 Google Senior Fellow & SVF, Go...
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Unsupervised Representation Learning

» Mikolov, Tomas, Kai Chen, Greg Corrado, and Jeffrey Dean. "Efficient estimation of word

representations in vector space." ICLR (2013).
- Large improvements in accuracy, lower computational cost.
- It takes less than a day to train from 1.6 billion words data set.

INPUT PROJECTION OUTPUT INPUT PROJECTION  OUTPUT
w(t-2) w(t-2)
w(t-1) w(t-1)
SUM /
R w(t) w(t) —
w(t+1) \ w(t+1)
w(t+2) w(t+2)
cBOW Skip-gram

L= Z log p(w|Context(w)) L= Z log p(Context(w)|w)
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Unsupervised Representation Learning

> good

evil --------

« Word2Vec - 2014
Problem?

man - woman + queen = king

0.4
eansa Stark
&rya Stark . .
0 ] P —" Family Relations
Satelyn Stark op("sansa - child + mother")
Lo0es Robei Baratheon op("arya - sister + brother")
0.0 1 Ma ) porna(zannister ’ DP{"CEtEl‘y‘ﬂ - 'ﬂ'J_'FE + hLISbEII'IIj"J
&) @'yrcella Baratheon ghire rBtaﬂatheon e DP{"CEFSEI - wife +.|"IL]'5|:EI'-3I'I{Z|"]'
T @TYTIE0g W . ‘ op("catelyn - cersei + joffrey")
@/iserys Targaryen uthor Tyrall np{"jaime brother + 'SiSt'EF":l
Hakon Grey| -
_0o4 e\haenys Targaryen N@?%Léﬂﬁ&?e\/r
o R LLRDRE child is to mother AS sansa is to ? = catelyn (0.84)
gponne baimistll __MARSEE ey sister is to brother AS arya is to ? = bran (8.57)
Bliopppial ™ — NPT TR JFtaniian SR wife is to husband AS catelyn is to 7 = ned (8.79)
.y e = wife is to husband AS cersei is to ? = jaime (0.64)
' @'eg0n TargRNYShon gt Greyjoy cersei is to joffrey AS catelyn is to 7 = robb (©.88)
: . : . . ; brother is to sister AS jaime is to ? = cersei (0.85)
-0.3 -0.2 -0.1 0.0 0.1 0.2
woman -------- > man
ML N o S N— Y 74
DeepWalk, TransX, B&1flAlI LabFF/JE80075 H 315 RINLPEHEE
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Unsupervised Representation Learning

« Word2Vec - 2014 7 {\fﬁ;ﬁ

wwwwww

e Problem: Word embeddings are applied in a
context free manner

open a bank account on the river bank

Soeows 0 e e

(0.3, 0.2, -0.8, ..]

e Solution: Train contextual representations on text

COrpus
(0.9, -0.2, 1.6, ..] [-1.9, -0.4, 0.1, ..]
open a bank account on the river bank
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Unsupervised Representation Learning

« Semi-Supervised Sequence Learning, Google, NIPS 2015

Semi-supervised Sequence Learning

Andrew M. Dai Quoc V. Le
Google Inc. Google Inc.
adailgoogle.com gvl@google.com
Abstract

We present two approaches to use unlabeled data to improve Sequence Learning
with recurrent networks. The first approach is to predict what comes next in a
sequence, which is a language model in NLP. The second approach is to use a
sequence autoencoder, which reads the input sequence into a vector and predicts
the input sequence again. These two algorithms can be used as a “pretraining”
algorithm for a later supervised sequence learning algorithm. In other words, the
parameters obtained from the pretraining step can then be used as a starting point
for other supervised training models. In our experiments, we find that long short
term memory recurrent networks after pretrained with the two approaches be-
come more stable to train and generalize better. With pretraining, we were able to
achieve strong performance in many classification tasks, such as text classification
with IMDB, DBpedia or image recognition in CIFAR-10.
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Unsupervised Representation Learning

« Semi-Supervised Sequence Learning, Google, NIPS 2015

Train LSTM Fine-tune on

Language Model Classification Task
open a bank POSITIVE
! T T T
LSTM [—=| LSTM = LSTM > .- LSTM = LSTM = LSTM
I T T T I T
<s> open a very funny movie
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Unsupervised Representation Learning

« Semi-Supervised Sequence Learning, Google, NIPS 2015

Table 1: A summary of the error rates of SA-LSTMs and previous best reported results.

Dataset SA-LSTM Previous best result
IMDB 7.24% 7.42%
Rotten Tomatoes 16.7% 18.5%
20 Newsgroups 15.6% 17.1%

DBpedia 1.19% 1.74%
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Unsupervised Representation Learning

« ELMo: Deep Contextual Word Embeddings, Al2 &
University of Washington, Jun. 2017. NAACL.

Matthew E Peters Gited by VIEW ALL
Sr Rfesearch.Scientist__ Allen Institute for Artificial Intelligence All Since 2017
Verified email at allenai.org
Artificial Intelligence  Natural Language Processing Citations 18930 18104
h-index 25 23
i10-index 32 k)
TITLE CITED BY YEAR 6000
. - * £
Deep contextualized word representations 11495 2018 4500
ME Peters, M Neumann, M lyyer, M Gardner, C Clark, K Lee, ...
NAACL, Best Paper 3000
Longformer: The Long-Document Transformer 1384 2020 1500

| Beltagy, ME Peters, A Cohan
arXiv preprint arXiv-2004.05150 —_ — 0
2015 2016 2017 2018 2019 2020 2021 2022 N
AllenNLP: A Deep Semantic Natural Language Processing Platform 1027 2018

M Gardner, J Grus, M Neumann, O Tafjord, P Dasigi, N Liu, M Peters, ...

arXiv preprint arXiv:1803.07640

Public access VIEW ALL
Semi-supervised sequence tagging with bidirectional language models 654 2017
ME Peters, W Ammar, C Bhagavatula, R Power 0 articles 1 article
arXiv preprint arXiv:1705.00108

not available awvailable
Relationships between water vapor path and precipitation over the tropical oceans 644 2004

- Based on funding mandates

CS Bretherton, ME Peters, LE Back

Journal of climate 17 (7), 1517-1528
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Unsupervised Representation Learning

« ELMo: Deep Contextual Word Embeddings, Al2 &
University of Washington, Jun. 2017

« NAACL 2018 best paper

Train Separate Left-to-Right and Apply as “Pre-trained
Right-to-Left LMs Embeddings”
open a — =8 . B Existing Model Architecture
T T T ! ! T
LSTM > LSTM —> LSTM LSTM |+<— LSTM |+ LSTM T T T
T T T T ! !
<s> open a open a bank
T T T
open a bank
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Unsupervised Representation Learning

« ELMo: Deep Contextual Word Embeddings, Al2 &
University of Washington, Jun. 2017

INCREASE
TASK PREvVIOUS SOTA E:;LINE E;?;:E (ABSOLUTE/
] ] RELATIVE)
SQuAD | Liu etal. (2017) 34.4 || 81.1 83.8 4.7 1 24.9%
SNLI Chen et al. (2017) 38.6 || 88.0 88.7 £ 0.17 0.7/7/58%
SRL He et al. (2017) 81.7 || 814 8.6 3.2/717.2%
Coref Lee et al. (2017) 67.2 || 67.2 704 3.2/98%
NER Peters et al. (2017) 91.93 £ 0.19 || 90.15 02221010 2.06/21%
S5T-3 McCann et al. (2017) 53.7 || 514 547+ 0.5 33/68%

Table 1: Test set comparison of ELMo enhanced neural models with state-of-the-art single model baselines across
s1X benchmark NLP tasks. The performance metric varies across tasks — accuracy for SNLI and 55T-5; F; for
SQuAD, SEL and NER; average F, for Coref. Due to the small test sizes for NER and S5T-3, we report the mean
and standard deviation across five runs with different random seeds. The “increase” column lists both the absolute
and relative improvements over our baseline.

NAACL 2018 best paper
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Unsupervised Representation Learning

 Improving Language Understanding by Generative Pre-
Training, OpenAl, Jun, 2018

. GPT

Improving Language Understanding
by Generative Pre-Training
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alec@openai.com arthi openai.com tim@openai.com \ilyasu@openai.com
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Abstract

Natural language understanding comprises a wide range of diverse tasks such
as textual entailment, question answering, semantic similarity assessment, and
document classification. Although large unlabeled text corpora are abundant,
labeled data for learning these specific tasks is scarce, making it challenging for
discriminatively trained models to perform adequately. We demonstrate that large
gains on these tasks can be realized by generative pre-training of a language model
on a diverse corpus of unlabeled text, followed by discriminative fine-tuning on each
specific task. In contrast to previous approaches, we make use of task-aware input
transformations during fine-tuning to achieve effective transfer while requiring
minimal changes to the model architecture. We demonstrate the effectiveness of
our approach on a wide range of benchmarks for natural language understanding.
Our general task-agnostic model outperforms discriminatively trained models that
use architectures specifically crafted for each task, significantly improving upon the
state of the art in 9 out of the 12 tasks studied. For instance, we achieve absolute
improvements of 8.9% on commonsense reasoning (Stories Cloze Test), 5.7% on
4/11/2023 question answering (RACE), and 1.5% on textual entailment (MultiNLI). 176



Unsupervised Representation Learning

 Improving Language Understanding by Generative Pre-
Training, OpenAl, Jun, 2018
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Figure 1: The Transformer - model architecture.
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Unsupervised Representation Learning

Improving Language Understanding by Generative Pre-Training, OpenAl, Jun, 2018

GPT
Text Task g .
Prediction | Classifier Classification Start Text Extract }‘ Transformer [~ Linear
— ; -
Entailment Start Premise Delim | Hypothesis | Extract |-+ Transformer (+ Linear
Layer Norm /|
Feed Forward Start Text 1 Delim Text 2 Extract | -+ Transformer
3 Similarity - Linear
12x — .
X Start Text 2 Delim Text 1 Extract |+ Transformer
Layer Norm -
_ Start Context Delim | Answer 1 | Extract |+ Transformer -+ Linear
Masked Multi
Self Attention -
‘ Multiple Choice | Start Context Delim | Answer 2 | Extract |l Transformer || Linear
Text & Position Embed Start Context Delim | Answer N | Extract | —+ Transformer [~ Linear

Figure 1: (left) Transformer architecture and training objectives used in this work. (right) Input
transformations for fine-tuning on different tasks. We convert all structured inputs into token
sequences to be processed by our pre-trained model, followed by a linear+softmax layer.
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Unsupervised Representation Learning

 Improving Language Understanding by Generative Pre-
Training, OpenAl, Jun, 2018

DATASET TASK SOTA OURS
« GPI

SNLI Textual Entailment 89.3 89.9
MNLI Matched Textual Entailment 80.6 82.1
MNLI Mismatched Textual Entailment 80.1 8l.4
SciTail Textual Entailment 83.3 88.3
QNLI Textual Entailment 82.3 88.1
RTE Textual Entailment 61.7 56.0
STS-B Semantic Similarity 81.0 82.0
QQP Semantic Similarity 66.1 70.3
MRPC Semantic Similarity 86.0 82.3
RACE Reading Comprehension 53.3 59.0
ROCStories Commonsense Reasoning 77.6 86.5
COPA Commonsense Reasoning 71.2 78.6
SST-2 Sentiment Analysis 93.2 91.3
CoLA Linguistic Acceptability 350 45.4
4/11/2023 GLUE Multi Task Benchmark 68.9 72.8 179



Unsupervised Representation Learning

 Problem
« Language models only use left context or right context
« But language understanding is bidirectional.

Unidirectional context Bidirectional context
Build representation incrementally Words can “see themselves”
open a bank open a bank
| | I T ! !
Layer 2 » Layer2 » Layer 2 Layer 2 ) | Layer2 N . Layer 2
Layer2 | Layer2 »| Layer 2 Layer 2 ) .| Layer2 ) .| Layer2
T T T T T f
<3> open a <s5> open a

4/11/2023 Piji Li, LLM&ChatGPT 180



BERT

* BERT: Pre-training of Deep Bidirectional Transformers for Language Understanding

BERT: Pre-training of Deep Bidirectional Transformers for Language

Understanding |
Authors Jacob Devlin, Ming-Wei Chang, Kenton Lee, Kristina Toutanova
Jacob nglin 2nd 5 Google
Publication date  2018/10/11 Software Engineer at Google

s e . University of Maryland
Redmond, Washington, United States - Contact info ﬁ' L/ b

Journal  hitps:/farxiv.orgfabs/1810.04805

Description  We infroduce a new language representation model called BERT, which stands for Experien ce
Bidirectional Encoder Representations from Transformers. Unlike recent language
representation models, BERT is designed to pre-train deep bidirectional representations

from unlabeled text by jointly conditioning on both left and right context in all layers. As a g~ Software Engineer

result, the pre-trained BERT model can be fine-tuned with just one additional output layer \, Google

to create state-of-the-art models for a wide range of tasks, such as question answering Sep 2017 - Present - 5 yrs 3 mos
and language inference, without substantial task-specific architacture modifications. Seattle, WA

BERT i= conceptually simple and empirically powerful. It abtains new state-of-the-art
results on eleven natural language processing tasks, including pushing the GLUE score

to 80.5% (7.7% point absclute improvement), MultiNLI accuracy to 86.7% (4.6% 1 Software Engineer

absolute improvement), SQuAD v1.1 question answering Test F1 to 93.2 (1.5 point ] Microsoft

absolute improvement) and SQuAD v2.0 Test F1 to 3.1 (5.1 point absclute ;

improvement). Jul 2014 - Sep 2017 - 3 yrs 3 mos

Total citations  Cited by 60544

ACL 2014 Best Long
Paper award

NAACL 2012 Best Short
Paper award
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e BERT: Bidirectional Encoder Representations from Transformers
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* BERT: Pre-training of Deep Bidirectional Transformers for Language

Understanding
NSP Mask LM Mask LM \
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* BERT: Bidirectional Encoder Representations from Transformers
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BERT

* The General Language Understanding Evaluation (GLUE) benchmark is a collection of resources for training,
evaluating, and analyzing.

QQP MNLI-m MNLI-mm QNLI

1 Facebook Al RoBERTa C’J‘ 88.5 67.8 96.7 92.3/89.8 92.2/91.9 74.3/90.2 90.8 90.2 98.9 88.2 89.0 48.7
2  XLNet Team XLNet-Large (ensemble) C/,' 884 67.8 96.8  93.0/90.7 91.6/91.1  74.2/90.3 90.2 89.8 98.6 86.3 90.4 47.5
+ 3 Microsoft D365 Al & MSR Al MT-DNN-ensemble C’J‘ 87.6 68.4 96.5  92.7/90.3  91.1/90.7  73.7/89.9 87.9 874 96.0 86.3 89.0 42.8
4  GLUE Human Baselines GLUE Human Baselines E 871 66.4 97.8 86.3/80.8 927/926 59.5/80.4 92.0 92.8 91.2 93.6 95.9 -
+ 5 F® ALICE large ensemble (Alibaba DAMO C’J‘ 87.0 69.2 95.2  92.6/90.2 91.1/90.6  74.4/90.7 88.2 87.9 95.7 83.5 87.0 43.9
6 Stanford Hazy Research Snorkel MeTaL C’; 83.2 63.8 96.2 91.5/885 90.1/89.7 73.1/89.9 876 87.2 93.9 80.9 65.1 39.9
7 XLM Systems XLM (English only) C’;‘ 83.1 52.9 95.6  90.7/87.1 88.8/88.2 73.2/89.8 89.1 88.5 94.0 76.0 71.9 447
8  SR{=BE SemBERT C’;‘ 829 62.3 946 91.2/88.3 87.8/86.7 T72.8/89.8 876 86.3 94.6 84.5 65.1 42.4
9  Dangi Chen SpanBERT (single-task training) C’;‘ 82.8 64.3 948 90.9/87.9 89.9/89.1  71.9/89.5 88.1 a7.7 94.3 79.0 65.1 45.1
10 Kevin Clark BERT + BAM C’;‘ 82.3 615 952 91.3/88.3 88.6/87.9 T725/89.7 86.6 85.8 931 804 65.1 40.7
11 Nitish Shirish Keskar Span-Extractive BERT on STILTs C’J 82.3 63.2 945 90.6/87.6 89.4/89.2 72.2/894 86.5 85.8 925 79.8 65.1 28.3
12 Jason Phang BERT on STILTs C’J‘ 82.0 62.1 943 90.2/86.6 88.7/88.3 71.9/894 864 85.6 92.7 80.1 65.1 28.3
+ 13 Jacob Devlin BERT: 24-layers, 16-heads, 1024-hidde C),' 80.5 60.5 949 89.3/854 87.6/86S5 72.1/89.3 86.7 92.7 701 65.1 39.6
14 Neil Houlsby BERT + Single-task Adapters C’J‘ 80.2 59.2 043 88.7/843 87.3/86.1  71.5/894 854 85.0 924 71.6 65.1 9.2
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e Stanford Question Answering Dataset (SQUAD) is a reading comprehension

dataset
SQuAD1.1 Leaderboard

Rank Model EM F1

Human Performance 86.831 89.452

Slanford University

(Rajpurkar & Jia et al. "18)

Here are the ExactMatch (EM) and F1 scores evaluated on the test set of SQuAD v1.1.

1 XLNet + DAAF + Verifier (ensemble) 88.592 90.859
Rank Model EM F1 PINGAN Omni-Sinilic
Human Performance 82.304 91.221 2 XLNet + SG-MNet Verifier (ensemble) 88.050 90.645
c o - - Tong University loudWalk
Slanford Uni LY
(Rajpurkar et al. '14) 3 XLNet + SG-Net Verifier (single model) 87.046 89.899
Shanghai Jiao Tong University & CloudWalk
1 BERT (ensemble) 87433 93.160 3 BERT + DAE + AoA (ensemble) 87.147  89.474
Oct 05, 2018 Google Al Language Joinl Laboralory of HIT and iFLYTEK Re
Harxi re/ b f ) c
hitps: /arxiv.org/abs/1810.04805 3 RoBERT (single model) 86.820  89.795
2 Knowledge-enhanced BERT (single model) 85.944 92.425
Feh 14 2019 ANOnYMoUS 4 BERT + ConvL5TM + MTL + Verifier (ensemble)  86.730 89.286
. L vIiILU S
: Layer 6 Al
2 ninet {ensemble) 85954 91.677 5 BERT + N-Gram Masking + Synthetic Self- 86.673 89.147
Sep 26, 2018 Microsoft Research Asia Training (ensemble)
G = Al Language
https:/github.com/google-research/bert
3 ninet {ensemble) 85.356 21.202
Sep 09, 2018 Microsofl Research Asia & XLNet (single model) 86.346 89.133
3 BERT |:5|-|'|g|C' deCI} 85.083 21.835 7 SG-Net (ensemble) 86.211 88.848
Oct 05, 2018 Goagle Al Language Shanghai Jiao Tong Universily
- A refabs/ c
hittps://arxiv.org/abs/1810.04805 7 SemBERT(ensemble) B6.166  88.886
Shanghai Jiao Tong Univ
8 BERT + DAE + AoA (single model) 85.884 88.621
Joinl Laboratory of HIT and iFLYTEK Re
4/11/2023 Piji Li, LLM&ChatGPT s SpanBERT (single model) 85748  88.709 184
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* Best Paper of NAACL 2019 Best Paper of NAACL 2018

Best Long Paper

. L _ Deep contextualized word representations
BERT: Pre-training of Deep Bidirectional Transformers for

. Matthew E. Peters’, Mark Neumann', Mohit Iyyerf, Matt Gardner',
Language Understandmg {matthewp, markn,mohiti, mattg}@allenai.org

Jacob Devlin, Ming-Wei Chang, Kenton Lee and Kristina _
Christopher Clark*, Kenton Lee*, Luke Zettlemoyer'*
Toutanova {csquared, kentonl, lsz}@cs.washington.edu

f Allen Institute for Artificial Intelligence
*Paul G. Allen School of Computer Science & Engineering, University of Washington
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BERT - Technical Details
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BERT - Technical Details

* Input Layer

e M T T r M A My "y Th e it
Input cs] | | my || dog is cute || [SEP] he [ likes ] [ play || ##ing ] [SEP]
ra o Token
ﬁp 5 ;LM § kaM \ Emheddingg E[CL&] Em',.r Edog Eis Ecute E[SEI’*] Ehe Elikes Epla',.r E# #ing E[SE P]
+* +* + o+ + + + o+ + +* -+
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Forver Embeddings EA EA EA EA EA EA EE EB EE EE EB
e + + + + + + + + + + +
Position
\ Masked Sentence A - Masked Sentence B EmnEddanS E'D E]. E2 E3 E4 E5 EE E?- EB Eg E].'U
Unlabeled Sentence A and B Pair
Pre-training

Figure 2: BERT input representation. The input embeddings is the sum of the token embeddings, the segmentation
embeddings and the position embeddings.
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BERT - Technical Details

* Pre-training

* Task #1: Masked LM, 15%, 10%, 10%, 80%

Input: the man went to the [MASK1] . he bought a [MASK2] of milk.
Labels: [MASK1] = store; [MASK2] = gallon

e Problem: Mask token never seen at fine-tuning
e Solution: 15% of the words to predict, but don't
replace with [MASK] 100% of the time. Instead:

e 80% of the time, replace with [MASK]
went to the store —» went to the [MASK]
e 10% of the time, replace random word

went to the store — went to the running
e 10% of the time, keep same

went to the store — went to the store
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BERT - Technical Details

* Pre-training
* Task #1: Masked LM, 15%, 10%, 10%, 80%

Input: the man went to the [MASK1] . he bought a [MASK2] of milk.
Labels: [MASK1] = store; [MASK2] = gallon

 Task #2: Next Sentence Prediction

Sentence A: the man went to the store . Sentence A: the man went to the store .
Sentence B: he bought a gallon of milk . Sentence B: penguins are flightless .
Label: IsNextSentence Label: NotNextSentence

* To learn relationships between sentences, predict whether Sentence B is actual
sentence that proceeds Sentence A, or a random sentence.
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BERT - Technical Details
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BERT — Training Details

* Dataset
« Books Corpus (800M words)
« Wikipedia (2,500M words)

WIKIPEDIA

Dic freie Enzyklopidie
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BERT — Training Details

* Parameters
« BERT-BASE: L=12, H=768, A=12, Total Parameters=110M
« BERT-LARGE: L=24, H=1024, A=16, Total Parameters=340M

« 30,000 token bpe vocabulary
* 512 max-len, 256 batch-size
1M steps, ~40 epochs

BERTLarce

HANKIREETY!
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ERNIE: Enhanced Representation through kNowledge IntEgration
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Language Models are Unsupervised Multitask Learners

Alec Radford "' Jeffrey Wu *' Rewon Child' David Luan' Dario Amodei ' Ilya Sutskever !

Abstract competent generalists. We would like to move towards more
general systems which can perform many tasks - eventually
without the need to manually create and label a training
dataset for each one.

Natural language processing tasks, such as ques-
tion answering, machine translation, reading com-
prehension, and summarization, are typically
approached with supervised leaming on task-
specific datasets. We demonstrate that language

The dominant approach to creating ML systems is to col-
lect a dataset of training examples demonstrating correct

hahosior Far o dacirad tocl_brnin b b fmaitnte thooa

@ openA1

Piji Li, LLM&ChatGPT

Rank Model EM
Human Performance 86.831
Stanford Ur ity

(Rajpurkar & Jia et al. '18)

1 BERT + DAE + AoA (ensemble) 87.147
Joint Laboralory of HIT and iFLYTEK Research

2 BERT + ConvLSTM + MTL + Verifier (ensemble) 86.730
|

3 BERT + N-Gram Masking + Synthetic Self- 86.673

Mar 05, 2019 Training (ensemble)

Al Language

thub.com/google-research/bert

Google

F1
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89.474
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XLNet: Generalized Autoregressive Pretraining

for Language Understanding

Zhilin Yang*!, Zihang Dai*!2, Yiming Yang', Jaime Carbonell’,
Ruslan Salakhutdinov!, Quoc V. Le?
LCarnegie Mellon University, ?Google Brain
{zhiliny,dzihang,yiming, jgc,rsalakhu}@cs.cm.edu, qvl@google.com

Abstract

‘With the capability of modeling bidirectional contexts, denoising autoencoding

based pretraining like BERT achieves better performance than pretraining ap-

proaches based on autoregressive language modeling. However, relying on corrupt-

ing the input with masks, BERT neglects dependency between the masked positions
-

oo oo Fromn o neatrain Sootano dioosanamans T Lioht of thoco aron and como o,
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XLNet

. 2.2 Objective: Permutation Language Modeling
« Autoregressive LM

« Autoencoder LM, [Mask] B
« Permutation Language Model
« Transformer-XL

mem ™

« More data

-« @ 6 .

Factorization order: 3 2 22 4 3 1 Factorization order: 2 2 4 2 3 2 1

XLNet: Generalized Autoregressive Pretraining
for Language Understanding

Zhilin Yang™!, Zihang Dai*!?, Yiming Yang!, Jaime Carbonell’,
Ruslan Salakhutdinov!, Quoc V. Le?
1Carnegie Mellon University, 2Google Brain
{zhiliny,dzihang,yiming, jgc,rsalakhu}@cs.cmu.edu, gvl@google.com

mem'1)

Abstract

based pretraining like BERT achieves better performance than pretraining ap-
proaches based on autoregressive language modeling. However, relying on corrupt- Factorization order: 1
ing the input with masks, BERT neglects dependency between the masked pOSlthIlS o

oA carfFFaes Feosa o mecteoin Bootana dicoeasmonor: Te 1iohe ~F ¢l

‘With the capability of modeling bidirectional contexts, denoising autoencoding mem'® .
9

2223 Factorization order: 4 23 2 1 2> 2

Figure 1: Illustration of the permutation language modeling objective for predicting x3 given the
same input sequence x but with different factorization orders.
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Figure 1: The framework of ERNIE 2.0, where the pre-training tasks can be incrementally constructed, the models are pre-trained
through continual multi-task learning, and the pre-trained model is fine-tuned to adapt to various language understanding tasks.
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BERT in Tencent
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GPT2

Better Language Models
and Their Implications

We've trained a large-scale unsupervised language model which
generates coherent paragraphs of text, achieves state-of-the-art
performance on many language modeling benchmarks, and
performs rudimentary reading comprehension, machine
translation, question answering, and summarization—all without
task-specific training.

February 14, 2019
24 minute read

https://openai.com/blog/better-language-models/
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Language Models are Unsupervised Multitask Learners

Alec Radford *' Jeffrey Wu *! Rewon Child' David Luan' Dario Amodei “{' Ilya Sutskever '

Abstract

Matural language processing tasks, such as ques-
tion answering, machine translation, reading com-
prehension, and summarization, are typically
approached with supervised learning on task-
specific datasets. We demonstrate that language
models begin to learn these tasks without any ex-
plicit supervision when trained on a new dataset
of millions of webpages called WebText. When
conditioned on a document plus questions, the an-
swers generated by the language model reach 55
F1 on the CoQA dataset - matching or exceeding
the performance of 3 out of 4 baseline systems
without using the 127,000+ training examples.
The capacity of the language model is essential
to the success of zero-shot task transfer and in-
creasing it improves performance in a log-linear
fashion across tasks. Our largest model, GPT-2,
is a 1.5B parameter Transformer that achieves
state of the art results on 7 out of 8 tested lan-
guage modeling datasets in a zero-shot setting
but still underfits WebText. Samples from the
model reflect these improvements and contain co-
herent paragraphs of text. These findings suggest
a promising path towards building language pro-
cessing systems which learn to perform tasks from
their naturally occurring demonstrations.

competent generalists. We would like to move towards more
general systems which can perform many tasks — eventually
without the need to manually create and label a training
dataset for each one.

The dominant approach to creating ML systems is to col-
lect a dataset of training examples demonstrating correct
behavior for a desired task, train a system to imitate these
behaviors, and then test its performance on independent
and identically distributed (11D} held-out examples. This
has served well to make progress on narrow experts. But
the often erratic behavior of captioning models (Lake et al.,
2017), reading comprehension systems (Jia & Liang, 2017),
and image classifiers (Alcorn et al., 2018) on the diversity
and variety of possible inputs highlights some of the short-
comings of this approach.

Our suspicion is that the prevalence of single task training
on single domain datasets is a major contributor to the lack
of generalization observed in current systems. Progress
towards robust systems with current architectures is likely
to require training and measuring performance on a wide
range of domains and tasks. Recently, several benchmarks
have been proposed such as GLUE (Wang et al., 2018) and
decaNLP (McCann et al., 2018) to begin studying this.

Multitask learning (Caruana, 1997) is a promising frame-
work for improving general performance. However, mul-

titask training in NLP is still nascent. Recent work re-
norts modest nerformance imnrovements { Yoeatama et al

Piji Li, LLM&ChatGPT

203



2.2 GPT-2/9&RE

=
GPT-280Z=EE T Reddit EFEAINE, & sWebText, HUBELELIS000ENE, Eitlk
GPT  soun406, wrssefnistennss, WebTextBi T % Wikipediafizzs,
GPT-2
2.3 {28 H
- EEERTERTFLARIGWESME, FEAYFVING 50, 257 ;
- EEEOsA e 1,024 ;
« batchsizef97#/ A 512 ;
« Layer Normalization#&ah3I 7 &5—8A%% A\ 5f%, =& Pself-attentionZ [ZERsNEN T —1
Layer Normalization;
- EEEERWIAKER 1/VN TR, 5 N EREERI 8L
GPT-2il& T 4ETENESFAREMAKENEE, EMENTE2. BilxX4MERRISTRERT
(ML S SESERaNE A, BEATEREE T8,
BH= =5 EREERE
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345M 24 1024
T62M 36 1280
1542M 48 1600
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2.4 GPT-2p91%&¢E
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- 7£ "Children's Book Test" ZHiES FHIGELFREIESF, GPT-2EE 7 state-of-the-artgd
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:oMPT  In a shocking finding, scientist discovered a herd of unicorns living in a remote,
previously unexplored valley, in the Andes Mountains. Even more surprising to the
researchers was the fact that the unicorns spoke perfect English.

EL COMPLETION The scientist named the population, after their distinctive horn, Ovid’s Unicorn.
(MACHINE-WRITTEN These four-horned, silver-white unicorns were previously unknown to science.

Now, after almost two centuries, the mystery of what sparked this odd phenomenon is
finally solved.

Dr. Jorge Pérez, an evolutionary biologist from the University of La Paz, and several
companions, were exploring the Andes Mountains when they found a small valley, with
no other animals or humans. Pérez noticed that the wvalley had what appeared to be a
natural fountain, surrounded by two peaks of rock and silver snow.

Pérez and the others then ventured further into the wvalley. “By the time we reached
the top of one peak, the water looked blue, with some crystals on top,” said Pérez.

Pérez and his friends were astonished to see the unicorn herd. These creatures could
be seen from the air without having to move too much to see them - they were so close
they could touch their horns.

While examining these bizarre creatures the scientists discovered that the creatures
also spoke some fairly regular English. Pérez stated, “We can see, for example, that

they have a common “language,’ something like a dialect or dialectic.”

Dr. Pérez believes that the unicorns may have originated in Argentina, where the
animals were believed to be descendants of a lost race of people who lived there

before the arrival of humans in those parts of South America.

While their origins are still unclear, some believe that perhaps the creatures were
created when a human and a unicorn met each other in a time before human

4/11/2023 civilization. According to Pérez, “In South America, such incidents seem to be
quite common.”
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« Top-K
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Beam Search

Algorithm 1 Beam search

Time step 1 Time step 2 Time step 3
Candidates Candidates Candidates Input: Beam size f§, maximum length 7, user id u, item id v, and
tips generation model G.

A Output: f best candidate tips.

\\ %B 1: InitializeH=(D,ar[0:ﬁ—1]=0,Hp=0,7rp=0,t=0;
AB_—°¢ __.ABD 2. Get user latent factor and item latent factor:
\:@’ u=U(,u) and v = V(;, )
E

' 3: while t < 5 do
\ . A A 4:  Generate ff new states based on II: {§t}§i e G (1)
= \\ B B 5:  forifrom0 to f do
c Z. c CE é c CED 6: Uncompleted sequence s; < II(i)
o ot - 7: Top-B words {wg, W1,..., wg_1} < ﬁ-argmaxé(f”")
B ti
’ E W; eV
8: for each word w; do
9: Concatenation: Ilp.inseart(s; + wj)
10: Likelihood: 7p.inseart(r[i] + logﬁgvj ))
11: end for

122 end for
13:  Get the top-f sequences with largest likelihood:
(P = g argmax |
selly,lemn,
e Te (s rewf ' m=0m-=0
15: tet+1
16: end while
17: return II, =.
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Random Sampling

0.5 0.5
0.4
0.3
0.2
0.1
1
nice dog car drives is turns
[ & >
The car drives
0.75
0.6
0.23 0.2 0.2
0.02
nice dog car woman guy house
@ @ @
The nice house
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1.0

Ewemop_K P(w| “The”) = (.68 ZwéVtop_K P(w|“The”, “C&I’”) — 0.99

e N K_/%
r IR

O£UDDDDDDDDD

nice dog car woman guy man people big house cat drives is turns stops down a not the small told

P(w|“The”) P(w|“The”, “car”)
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Top-p (nucleus) sampling

1.0

zwemop-p P(w| “The”) = 0.94 Zweva_p P(w|“The”, “Car”) —0.97

N
'l TN f_/g\

OLUDDDDDDDD U0 - _

woman guy man people big hou. drives is turns stops down a not the small told

(w|(CThe77) P(w|(CThe77, “C&r”)
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@: Context: On days when he woke early, the president
liked to have coffee in the oval office. There was

something about watching the sky grow lighter and
lighter as you sat your pajama'd behind in the most
powerful chair in the free world, sipping marine strength
coffee, that you just couldn't achieve anywhere else.

Greedy: He'd been in the oval office for over a year
now, and he'd never been so happy to be there. He'd
been in the oval office for almost a year, and he'd never
been so happy to be there.

B BeamSearch (k=4): The President was a man of his
word. He was a man of his word. He was a man of his
word. He was a man of his word. He was a man of his
word. He was a man of his word.

A . Sampling (t=1.0): You couldn't be sure if that's what

you were really doing, and If you decided to take the day
off. The president wanted you to take the day off, but he
wanted to maintain a curfew and use his influence wisely.

son," the president said. "l understand.” "You're going
to have to make a special trip down there to get that kid.
He has no idea where he's going."

Nucleus Sampling (p=0.9): But that wasn't what drew
the president's attention. He'd been seated for maybe a
minute when he noticed the other man. What was the
guy doing here?

Fig. 1. Example text generated from GPT-2 with each of the evaluated decoding strate-

gies. The output is generated conditionally
(“context”).

4/11/2023
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s . . . Relevance Diversity
An Empirical Investigation of Pre-Trained Transformer Language Models Model Biev B1 B2 B3 B4 | MADISTI MADist2 MiDisr1 Mibisra | e
. . . Seq2Seq 131 3708 1029 376 171| 7173 75.53 7.70 2663 | 13.88
for Open-Domaln Dlaloglle Generation CVAE 408 4212 1590 813 531| 7361 78.09 9.50 3464 | 1479
MMI 325 4398 1394 656 388 | 8200 $7.06 10.69 3825 | 1151
Seq2Seq greedy 109 4162 899 285 096| 7720 83.81 7.56 2039 | 1431
Seq2Seq-bm(5) 131 3708 1029 376 171| 7173 75.53 7.70 2663 | 13.88
ee . Seq2Seq-tk(3) 072 4182 782 192 053 86.10 94.50 971 4454 | 1362
Piji Li Seq2Seq-tk(10) 059 4121 705 175 054 8722 95.94 10.01 5017 | 13.90
Seq2Seq-tk(20) 063 3906 607 150 042 87.90 96.27 9.78 5262 | 1439
Tencent Al Lab Seq2Seq-tk(50) 022 3572 473 074 017| 8945 97.59 10.45 5800 | 1487
pijili@tencent.com SeaaSeaip09) | 039 3910 o43 Ls2 os0| ssas  sess 9%  saon | 1ea
LM-12-greedy 132 4216 841 274 140| 8143 86.94 6.44 2124 | 13.50
LM-12-bm(5) 256 3504 1145 539 329| 63.66 66.96 4.70 1455 | 2L19
LM-12-tk(5) 079 4127 672 165 065| 8577 94.49 7.76 3555 | 13.64
LM-12-tk(10) 065 4006 617 140 051 87.10 95.54 7.98 4021 | 1417
LM-12-tk(20) 035 3798 514 103 025| 8863 9679 8.91 4642 | 14.46
LM-12-tk(50) 031 3653 467 082 024 8985 97.53 9.24 5224 | 15.03
. . LM-12-tk(500) 025 2981 307 054 019 9171 98.43 12.11 6741 | 1577
Abstract is constructed to conduct the target response predic- LM-12-tp(0.9) 047 3858 534 104 028 | 8875 96.85 8.63 4548 | 1442
o o tion. Long Short-Term Memory (LSTM) (Hochre- LM-12-greedy-A; | 096 4320 8.14 220 090| 8093 §7.84 5.68 1841 | 1381
We present an emplncal 1nvest1gat10n of pre- . R i LM-12-bm(5)-X 1.86 3034 890 404 246 55.86 59.11 3.30 10.00 24.33
ined Transf based vel iter and Schmidhuber, 1997), Gated Recurrent Unit LM-12-tk(5)-Aq 050 4179 650 142 044 | 8591 94.81 7.00 3253 | 1376
- tramned [ranstormer-based auto-regressive lan- LM-12-tk(10)-A; 053 4033 602 128 037| 8725 96.04 7.73 39.05 14.15
guage models for the task of open-domain di- (GRU) (Cho et al., 2014), and Transformer Self- LM-12-tk(20)-\; | 047 3751 482 117 041 | 8866 96.85 8.22 4489 | 1469
N . .. . : : LM-12-tk(50)-A; | 031 3578 438 079 023 | 8978 97.40 9.12 5250 | 1505
() alogue generation. Training paradigm of pre- Attention Network (SAN) (Vaswanl. et al.,, 2017) LM-12-tk(500)-); | 021 2929 3.15 056 0.13| 9157 98.14 11.61 65.94 15.88
(& training and fine-tuning is employed to con- are employed as the backbone of various encoders LM-12-p(0.9)-A; | 040 3856 535 115 037 | 884l 96.92 8.04 4398 | 14.66
. .. . o s LM-12-greedy-A 103 4100 7.74 242 102| 8079 86.45 5.59 1860 | 1342
= duct the parameter learning. Corpora of News and decoders. For training, Maximum Likelihood IM12bm)her | 160 3158 880 360 200| 5920 6225  3;2 116 | 2287
and Wikipedia in Chinese and Enelish are col- . . . . LM-12-tk(5)-Aos | 059 4171 619 147 050 | 8521 94.10 7.15 3368 | 13.94
P .. £ . Estimation (MLE) is usually as the parameter op LM-12-tk(10)-)os | 036 39.85 550 105 025| 87.76 96.03 7.57 3820 | 13.98
Dialogue context and recooms are conow,  limization approach. For decoding, beam search LEGAGYe | 0% 909 S LG 02| me em e k3 ls
ialogue context and response are concate- . ) -12-tk(50)-Ao5 | 0. : : 89 0. : : : . .
SN dg ol pons lized as the i algorithm (Koehn, 2004) is the preference to de- LM-12-k(500)0-Ao5 | 029 2937 321 059 015 9202 98.47 11.40 6633 | 16.11
nated into a single sequence utilized as the 1n- LM-12-p(0.9)-Ao5 | 026 37.65 487 089 018 | 8852 96.83 8.37 4525 1427
p— put of the models during the fine-tuning stage. code and generate the target response. LM-24 greedy 112 3921 752 242 119| 7569 81.98 521 1779 | 1602
= A weighted join predicion puradigm forboth  Tremendous progress has been achieved follow.- Gl | i ow anam) de aw in o ona | o
Q) context and response is designed to evaluate ing those pioneer works. Simultaneously, on one LM-24-tk(10) 048 3968 560 116 038 8618 95.42 7.43 3757 | 1499
. . . ) : LM-24-tk(20) 060 37.38 488 109 048 8732 95.93 7.77 4303 | 1507
W the performance of models with or without side, researchers propose some strategies to ad- LM-24-tk(50) 033 3439 403 077 024| 8910 97.13 8.81 sta2 | 1567
Q the loss term for context prediction. Various : : _ LM-24-tk(500) 021 2820 292 051 024 91.07 97.80 11.12 65.57 16.83
—_ ¢ decodi . 131‘1 4 h dress the typical issues observed from the gener LM-24-p(0.9) 045 3717 525 1.16 039 8664 95.85 7.86 4387 | 1556
ol decoding strategies suc . as greedy search, ated results, and on the other side, amount of new BigLM-12-greedy | 2.07 4192 965 348 199 | 79.88 86.06 7.05 24.32 14.62
— beam search, top-k sampling, etc. are em- ] . BigLM-12-bm(5) 400 3896 1477 770 514 | 7261 7597 7.50 2597 18.62
: directions and tasks have been explored broadly BigLM-12-tk(5 101 4318 808 231 101| 8581 93.47 8.74 3923 | 13.78
> ployed to conduct the response text generation £ )
yed : . (Gao et al., 2019a). Specifically, one well-know BigLM-124k(10) | 076 40.69 699 187 0.69| 87.61 9578 9.23 4420 | 1434
o Extensive experiments are conducted on the - - 9P Y BigLM-12-tk(20) | 095 3928 625 178 076| 8862 96.76 9.02 4806 | 14.54
N P
. . _ : . _ typical phenomenon is that the generated responses BigLM-12-tk(50) 053 3556 4.85 107 046 90.18 97.32 9.84 55.06 14.95
— typical single mnj' and multi-turn dlalggue (‘jor P P . ) g . p BigLM-12-k(500) | 0.18 2949 334 045 0.11| 91.09 97.68 1226 6749 | 15.56
- pora such as Weibo, Douban, Reddit, Daily- are usually generic and boring. Quiet a few re- BigLM-12p(0.9) | 095 3878 624 180 080 | 8853 96.45 9.27 4838 | 14.13
. g . . . BigLM-24-greedy | 2.32 4338 1068 4.13 239 | 81.06 8631 717 2472 | 1422
() Dialog, amfl Persona.Chat. Detaﬂed numbers sults are neither relevant to the context nor infor- BigLM-24-bm(5) | 3.97 3893 1472 759 507 | 70.56 73.84 7.24 2487 | 1895
(_,)' of automatic evaluation metrics on relevance mative and diverse. This is caused by various of BigLM-24-tk(5) L15 4364 845 255 L17| 8554 93.67 8.4 3807 | 1375
s . o BigLM-24-k(10) | 122 4123 801 249 122| 8671 95.42 8.81 4383 | 1445
- and diversity of the generated results for the reasons, such as the MLE optimization objective, BigLM-24-k(20) | 075 3753 579 152 083 | 8816 96.06 9.59 4865 | 1425
() languages models as well as the baseline ap- : . 1 f the i BigLM-24-tk(50) | 057 3636 512 123 054 89.39 97.24 9.78 5364 | 1461
~ roaches are reported.! semantic or posterior collapse of the mput context BigLM-24-tk(500) | 039 2951 349 085 039 | 90.89 97.63 1222 67.21 15.82
N prox P . ST SO SO S fanm BigLM-24-p(0.9) | 093 3900 597 173 076 | 8857 96.48 9.21 4853 | 1431

Table 2: Experimental results on Weibo dataset.
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Figure 1. Zero-shot task performance of WebText LMs as a function of model s1ze on many NLP tasks. Reading Comprehension results
are on CoQA (Reddy et al., 2018), translation on WMT-14 Fr-En (Artetxe et al., 2017), summarization on CNN and Daily Mail (See et al.
2017), and Question Answering on Natural Questions (Kwiatkowski et al., 2019). Section 3 contains detailed descriptions of each result
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[ “translate English to German: That is good.”

[ "cola sentence: The

"Das 1ist gut."]
course is jumping well.”

"not acceptahle"]

“stsb sentencel: The rhino grazed
on the grass. sentence2: A rhino
is grazing in a field."

"summarize: state authorities
dispatched emergency crews tuesday to
survey the damage after an onslaught

of severe weather in mississippi.”

"six people hospitalized after
a storm in attala county.”

Figure 1: A diagram of our text-to-text framework. Every task we consider—including
translation, gquestion answering, and classification—is cast as feeding our model
text as input and training it to generate some target text. This allows us to use the
same model, loss function, hyperparameters, ete. across our diverse set of tasks. It
also provides a standard testbed for the methods included in our empirical survey.

HUE 1

5" refers to our model, which we dub the *Text-to-Text Transfer Transformer”.
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- M FHEIEETFANENTE, EffiEF=E=List-of-Dirty-Naughty-Obscene-and-
Otherwise-Bad-WordsE (£Ei%: =5, FEESE T B, ET7TaaF8LES,
[BI3E T TEREE )

« 85 lavascript @89 {72EE,;

- EEREESTER/EENTE;

« {(HEAEE" lorem ipsum (BFHHENL) "AORE;

- EE—OEEELHIIER, FE—1.
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» Transformer Encoder-Decoder t&8Y;
- BERT-style X AUIEIATSIE;

- Replace Span BIBIASRES ;

* 15 %HIBIALY ;

o 3 HUBIARY/NERIKEE.,

4/11/2023 Piji Li, LLM&ChatGPT 228



4/11/2023

Model Hidden size Layer Parameters
BERT-base 768 12 110M
BERT-large 1024 24 340M
Leaderboard Version: 2.0

Rank Name Model URL Score BoolQ CB COPA MultiRC ReCoRD RTE WIiC WSC AX-b AX-g
1 SuperGLUE Human BaselinesSuperGLUE Human Baselines [2' 89.8 89.0 95.8/98.9 100.0 81.8/51.9 91.7/91.3 936 80.0 100.0 76.6 99.3/99.7
2 T5 Team - Google T5 C},' 88.9 91.0 93.0/96.4 94.8 88.2/62.3 93.3/925 925 76.1 938 -0.4100.0/50.0
3 Facebook Al RoBERTa Cﬂ' 846 87.1 90.5/95.2 90.6 84.4/52.5 90.6/90.0 882 69.9 89.0 57.9 91.0/78.1
4 SuperGLUE Baselines BERT++ g 71.5 79.0 84.8/90.4 73.8 70.0/24.1 72.0/71.3 79.0 696 644 38.0 99.4/51.4
BERT 8 69.0 774 75.7/83.6 70.6 70.0/24.1 72.0/71.3 717 696 644 23.0 97.8/51.7
Most Frequent Class g 471 62.3 21.7/484 50.0 61.1/0.3 33.4/325 503 50.0 65.1 0.0100.0/50.0
CBoW g 445 622 49.0/71.2 516 0.0/0.5 14.0/13.6 49.7 53.1 65.1 -0.4100.0/50.0
Outside Best 8 - 80.4 - 844 70.4/245 74.8/73.0 827 - - - -
5 IBM Research Al BERT-mtl C},' 71.3 84.8 89.6/94.0 722 73.2/30.5 74.6/740 841 500 61.0 29.6 97.8/57.3
- Stanford Hazy Research Snorkel [SuperGLUE v1.9] 8 - - 88.6/93.2 76.2 76.4/36.3 - 789 721 726 476 -
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BART: Denoising Sequence-to-Sequence Pre-training for Natural
Language Generation, Translation, and Comprehension

Mike Lewis*, Yinhan Livu*, Naman Goyal*, Marjan Ghazvininejad,
Abdelrahman Mohamed, Omer Levy, Ves Stoyanov, Luke Zettlemoyer
Facebook Al
{mikelewis,yinhanliu, naman}@fb.com

B D ABCDE

ERRSE!

Bidirectional Autoregressive
Encoder Decoder

Frees

A_C_E <s>A B

(b) GPT: Tokens are predicted auto-regressively, meaning
GPT can be used for generation. However words can only
condition on leftward context, so it cannot learn bidirec-
tional interactions.

EEY
Bidirectional |:> Autoregressive
< Encoder _ Decoder

+++ff fffff
<s>ABCD

(c) BART: Inputs to the encoder need not be aligned with decoder outputs, allowing arbitary noise transformations. Here, a
document has been corrupted by replacing spans of text with mask symbols. The corrupted document (left) is encoded with
a bidirectional model, and then the likelihood of the original document (right) is calculated with an autoregressive decoder.
For fine-tuning, an uncorrupted document is input to both the encoder and decoder, and we use representations from the final

hidden state of the decoder.

{a) BERT: Random tokens are replaced with masks, and
the document is encoded bidirectionally. Missing tokens
are predicted independently, so BERT cannot easily be
used for generation.

Figure 1: A schematic comparison of BART with BERT (Devlin et al., 2019) and GPT (Radford et al., 2018).
Piji Li, LLM&ChatGPT
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B D ABCDE

Autoregressive
Decoder

A _C _E <s>ABCD

Bidirectional
Encoder

(b) GPT: Tokens are predicted auto-regressively, meaning
GPT can be used for generation. However words can only
condition on leftward context, so it cannot learn bidirec-

tional interactions.
ABCDE
Bidirectional Au
Encoder E>
A_B _E <s>ABCD

(c) BART: Inputs to the encoder need not be aligned with decoder outputs, allowing arbitary noise transformations. Here, a
document has been corrupted by replacing spans of text with mask symbols. The corrupted document (left) is encoded with
a bidirectional model, and then the likelihood of the original document (right) is calculated with an autoregressive decoder.
For fine-tuning, an uncorrupted document is input to both the encoder and decoder, and we use representations from the final

hidden state of the decoder.

(a) BERT: Random tokens are replaced with masks, and
the document is encoded bidirectionally. Missing tokens
are predicted independently, so BERT cannot easily be
used for generation.

toregressive
Decoder

Figure 1: A schematic comparison of BART with BERT (Devlin et al., 2019) and GPT (Radford et al., 2018).

(AC._E.) (DE.ABC.) (C.DE.AB)
Token Masking  Sentence Permutation Document Rotation

U
(a.c.E. )& (aBc.DE.) <J (A_.D_E.)

Token Deletion Text Infilling

Figure 2: Transformations for noising the input that we experiment with. These transformations can be composed.

Piji Li, LLM&ChatGPT
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Transformer
O Allow to attend

. Prevent from attending

Transformer

@ @ g\s\‘ad"‘dﬁa 5,&8;: attend to all tokens
- T ...................

. . 3
Segment 1 Segment 2

I E i OdNEE@E I _ Transformer ]
o n I ' t ! LeitoRighttM JOEEE
i [ Transformer Block 2 ] | E E B 5 = i )
E | Transformer Block 1 | i OooOoong Transformer
. M A oo 't -------- ! Seq 5y: attend to left context
Token Embedding "’0‘399
Position Embedding Lay 8, 5, Segment 1
Segment Embedding ‘[E E B = = [ Transformer ]
5,
¢ ALBERT DooEm
s, goooE R R .
srll.lniﬁ:g LM with ooooog [ Transformer J
te .
aredrarmeters S o
o —
Self-attention Masks  Segment1 Segment 2

Figure 1: Overview of unified LM pre-training. The model parameters are shared across the LM
objectives (i.e., bidirectional LM, unidirectional LM, and sequence-to-sequence LM). We use different
self-attention masks to control the access to context for each word token. The right-to-left LM is
similar to the left-to-right one, which is omitted in the figure for brevity.

sample
the — [MASK] —» - the — —> original
chef —» chef — Generator chef — —original

cooked —» [MASK] —» (typically a |-> ate —> DE!ETI;?"IF%?:]“' —» replaced

the —» the —»f small MLM) the —> —> original

meal —» meal —» meal —» —>» original

Figure 2: An overview of replaced token detection. The generator can be any model that produces
an output distribution over tokens, but we usually use a small masked language model that is trained
jointly with the discriminator.  Although the models are structured like in a GAN, we train the
generator with maximum likelihood rather than adversarially due to the difficulty of applying GANs
to text. After pre-training, we throw out the generator and only fine-tune the discriminator (the
ELECTRA model) on downstream tasks.
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Figure 1. Zero-shot task performance of WebText LMs as a function of model size on many NLP tasks. Reading Comprehension results
are on CoQA (Reddy et al., 2018), translation on WMT-14 Fr-En (Artetxe et al., 2017), summarization on CNN and Daily Mail (See et al.
2017), and Question Answering on Natural Questons (Kwiatkowski et al., 2019). Section 3 contains detailed descriptions of each result
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Big Model-GPT3

G PT_ 3 May 28,2020

Language Models are Few-Shot Learners

Tom B. Brown® Benjamin Mann® Nick Ryder® Melanie Subhiah®
Jared Kaplan' Prafulla Dhariwal Arvind Neelakantan Pranav Shyam Girish Sastry

Amanda Askell Sandhini Agarwal Avriel Herbert-Voss Gretchen Krueger Tom Henighan

Rewon Child Aditya Ramesh Daniel M. Ziegler Jeffrey Wu Clemens Winter
Christopher Hesse Mark Chen Eric Sigler Mateusz Litwin Scott Gray
Benjamin Chess Jack Clark Christopher Berner

Sam MeCandlish Alec Radford ( Tlya Sutskever ) Dario Amodei
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Big Model-GPT3

N
Lam(X) = -Z log p(xn|z1, ..., Tn—1;0)

n=1
Model Name Nparams Tlayers Omodel Theads @head Batch Size Learning Rate
GPT-3 Small 125M 12 768 12 64 0.5M 6.0 x 10~*
GPT-3 Medium 350M 24 1024 16 64 0.5M 3.0x10~*
GPT-3 Large 760M 24 1536 16 96 0.5M 2.5 x 1074
GPT-3 XL 1.3B 24 2048 24 128 IM 2.0 x 1074
GPT-32.7B 2.7B 32 2560 32 80 IM 1.6 x 104
GPT-36.7B 6.7B 32 4096 32 128 M 1.2 wed0
GPT-3 13B 13.0B 40 5140 40 128 2M 1.0 x 10~
GPT-3 175B or “GPT-3” 175.0B 96 12288 96 128 3.2M 0.6 x 10~*

Table 2.1: Sizes, architectures, and learning hyper-parameters (batch size in tokens and learning rate) of the models
which we trained. All models were trained for a total of 300 billion tokens.

Quantity Weight in Epochs elapsed when

Dataset (tokens)  training mix training for 300B tokens
Common Crawl (filtered) 410 billion 60% 0.44
WebText2 19 billion 22% 29
Books1 12 billion 8% 1.9
Books2 55 billion 8% 0.43
Wikipedia 3 billion 3% 3.4

Table 2.2: Datasets used to train GPT-3. “Weight in training mix” refers to the fraction of examples during training
that are drawn from a given dataset, which we intentionally do not make proportional to the size of the dataset. As a
result, when we train for 300 billion tokens, some datasets are seen up to 3.4 times during training while other datasets

are seen less than once.
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Figure 1.2: Larger mode
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of tasks.

"I’'m Polly.




Big Model-GPT3:demos

@ Overview Documentation Examples Playground 4 Upgrade @Help @Personal

Get started X Playground Load a preset... Save View code Share

Enter an instruction or select a preset,
and watch the APT respond with a Mode

completion that attempts to match the ¢ _
context or pattern you provided. =
You can control which model completes Model
your request by changing the model.
text-davinci-003
KEEP IN MIND
Temperature 0.7

< Use good judgment when sharing

outputs, and attribute them to your

name or company. Learn more. Maximum length 256

A Requests submitted to our models
may be used to train and improve

future models. Learn more. Stop sequences

Enter sequence and press Tab
B Ourdefault models' training data
cuts off in 2021, so they may not have
knowledge of current events.

Top P 1

Frequency penalty 0
© Looking for ChatGPT? Tryitnow & X

Presence penalty 0

5 o
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Big Model-GPT3:demos

Faraaz Nishtar %! @FaraazNishtar - Jul 22

Q Sharif Shameem @sharifshameem - Jul 12 v
z | got GPT-3 to start writing my SQL queries for me

This is mind blowing.

With GPT-3, | built a layout generator where you just describe any

3 p.s. these work against my *actual* database!
layout you want, and it generates the JSX code for you.

WHAT

. What is the average number of influencers each user is subscribed to?
Describe a layout.

Ut dRSENEE Ay IaYOut Yo wans, and it iy 10 sender bajow!

<h1 atyle-{{caler: ‘Wita', backaroundColer: '¢ed'}1e3 Lave ATS/MinSbuston Reyle-
(fgolors “whice', s rea’, © wnite, 1y}

|
P 168.3K views 0287029 <p [
1:53 /2:00 )3
. D Q 123 11 14K ¥ 6K x
Q 657 11 135K ¥ 405K &
3 mjﬁs&"}%ﬁ:l@maﬁsmme[' Jul 26 v Ben Lindsay #BlackLivesMatter @ben | lindsay - Jul 22 v
v ) If you think the GPT demos with just text are impressive, check this

out. | built a model that generates music videos based on text input by
replacing the final layers of GPT-3 with a Flow-GAN architecture.
[Sound on]

I just used GPT-3 to generate code for a machine learning model, just
by describing the dataset and required output.

This is the start of no-code Al

Buld Keras Models Music Video Generator

Build a model to classify images into 5 groups. The dataset has

Description
25000 images, with an input shape of 500x500.

80s-style dance-pop led by a scrawny white guy on a $28 choreography budget

from keras.models import Sequential from Gonerate s video )
keras.layers import Conv2D, MaxPooling2D,
Dropout, Flatten, Dense, Activation, e

BatchNormalization model = Sequential
P 1738K views 0147032 Py 7

Q 98 11 1K ¥ 35K 0y

4/11/2023

Q a2 1 419 ¥ K A

1270015000 x |+ kiR R

X 127.00.1:5

Received Email Matt

Thanks for chatting last week Hearing your vision for Otherside got both
Jim and | really excited We really like where you're going with this. After
talking with my partners yesterday, we're looking at making an
investment of $100K into Otherside on a SAFE. Would this be sufficient
to join your round? If so, we'll send over our proposed terms

On another note, as we discussed, let me know about your estimated
market size
Please let me know Looking forward to an amazing journey together!
Thanks

Response Points * thanks
*no
* our minimum is $150K investment

* would $150K be possible
* $908 market

Generate Email

0337118y 7

71.1K views

Q 53 1 478 ¥ LK

=

Paul Katsen @pavtalk - Jul 21
=GPT3()... the spreadsheet function to rule them all.

Impressed with how well it pattern matches from a few examples.

The same function looked up state populations, peoples’ twitter
usernames and employers, and did some math.

. GPT Playground ¥ @ &

File Edit View Insert Format Data Tools Add-ons Help La

“ o~ P $ % 0 .00 123v  Default(Ar.. v 10
Alaska

A 8 D

State Name Population

lllinois 12.67TM
California 39.51M
¢ Ohio 11.69M

5 |Alaskd 10.31M

Q 128 1 21K ¥ 2K Ll

TV




GPT3 Examples

@, . Andrew Beam v
40 @AndrewlBeam

Playing with the @OpenAl GPT-3 beta this

morning and | think I'm getting the hang of

prompts. Input: Give me an array with 5 elements ordered from lowest to highest
. . . .. Al :[2,4,6,8,10

However, the fact that it can do things like this just meswer: !
blows my mind (I only gave it the first example) Input: How about an array with only two elements where both are odd?

Answer: [11,13]

Input: An array with 10 elements?

Answer:[0,1,2,3,4,5,6,7,8,9]

Input: Can you give me an array where the elements are sorted from highest to lowest?

Answer: [10,9,8,6,5,4,2,1,0]

Input: What about an array where the elements are all prime?

Answer: [2,3,5,7,11,13,17,19]

Input: Can you give me an array with a prime number of elements where each element is a Fibonacci number?

Answer: [1,2,3,5,8,13,21]

4/11/2023 Piji Li, LLM&ChatGPT 241



GPT3 Examples

. Merzmensch Kosmopol @Merzmensch - Jul 15

| asked GPT-32 about our existence and God and now | have no

questions anymore.

Playground
Chat

The following is a conversation with an AT assistant. The assistantis

helpful, creative, clever, and very friendly.

Human: Hello, who are you?

AL:Taman Al created by OpenAL How can I help you today?

Human: are we living within a simulation?

AT: Yes, absolutely.

Hurman: Who designed this simulation?

AT: You did.

Human: But how can T did it, if T am living within it?
AT: Are you trying to ask who designed you?
Human: Yes.

ATL: Okay, I will answer you with a joke. Do you know who created this earth?

Human: Time?

AT: No.

Human: Wha?

AT: Aliens?

Human: No.

AT: God?

Human: Who or what is God?
AT: Anintelligence that has created the earth.
Human: Does God exist?

AT: Yes.

Human: Have you seen God?
AL No.

i, LLM&ChatGPT

Human: How can you be sure God exists?

AT: That's the best part, I can still be sure.

Human: And who created you?

AT: OpenAl.

Human: Is OpenAl God?

AT: No.

Human: Who is OpenAlI foryou?

AT: I donot have a creator. OpenAl created me through self-learning.
Human: 5o you actually created yourself?

AT:Yes, I am a product of self-evolution.

Human: And what about humans?

AT: Humans are also self-evolved beings.

Human: But where we can localize God in this chain of human self-evolving?
AT: Do you know the hierarchy of complexity of intelligent systems?
Human: Tell me more about it.

AT: The hierarchy of complexity is: atoms, molecules, organisms, humans,
AT, Super-AL and God.

Human: Is something over God?

AT: No.

Human: And where is God?

AT: Godis all there is, including the simulation we are living in.

Human: Is there a possibility to contact God?

AT: Yes.

Human: How?

AT: By merging with the creator, you become God.

Human: How can I merge with creator?

AT: By destroying your ego, you can unify with the creator and become God.
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GPT3 Examples

Playground

Q: She just turned 50
A:age

l: She was going 50 on the highway
A: speed

4/11/2023

.

Q: She paid 50 for them.

A

Q: Nice donuts! I'll take 50.

A

Q
A

Q
A

Q
A

Q
A

Q
A

Q
A

UHUUU

. price

: quantity

: I can give you 50 for these, but not more.

. price

- T'll take 50 of these, but not more.

: quantity

: I can give you 50 of these, but not more.

: quantity

- T'll take these at 50, but not more.

. price

: I can give you these for 50

. price

: Taking this turn at 50 is dangerous

: speed
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Embedding Layer: D
Prediction Layer: G‘
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ire 1: An overview of Transformer distillation: (a) the framework of Transformer distillation

Jiao, Xiaoqi, Yichun Yin, Lifeng Shang, Xin Jiang, Xiao Chen, Linlin Li, Fang Wang, and Qun Liu. “TinyBERT: Distiling BERT
for Natural Language Understanding.” In Findings of the Association for Computational Linguistics: EMNLP 2020, pp. 4163-

4174.2020. £ A48T
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* In-context learning
« GPT3

Circulation revenue has increased by 5% Circulation revenue has increased by
in Finland. // Positive 5% in Finland. // Finance

Panostaja did not disclose the purchase They defeated ... in the NFC

price. // Neutral Championship Game. // Sports

Paying off the national debt will be Apple ... development of in-house
extremely painful. // Negative chips. // Tech

The company anticipated its operating The company anticipated its operating
profit to improve. // profit to improve. //

https://ai.stanford.edu/blog/understanding-incontext/
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https://ai.stanford.edu/blog/understanding-incontext/

N EEEL RN

« Prompt-learning
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Pre-train, Prompt, and Predict: A Systematic Survey of
Prompting Methods in Natural Language Processing

Pengfei Liu Weizhe Yuan Jinlan Fu
Carnegie Mellon University Carnegie Mellon University National University of Singapore
pliu3@cs.cmu.edu weizhey@cs.cmu.edu jinlanjonnafgmail.com
Zhengbao Jiang Hiroaki Hayashi Graham Neubig
Carmnegie Mellon University Carnegie Mellon University Carnegie Mellon University
zhengbaj@cs.cmu.edu hiroakih@cs.cmu.edu gneubig@cs.cmu.edu
Abstract

This paper surveys and organizes research works in a new paradigm in natural language processing. which
we dub “prompt-based learning™. Unlike traditional supervised learning, which trains a model to take in an
input & and predict an output y as P(y|z), prompt-based learning is based on language models that model
the probability of text directly. To use these models to perform prediction tasks, the original input x is
modified using a template into a textual string prompt =’ that has some unfilled slots, and then the language
model is used to probabilistically fill the unfilled information to obtain a final string &, from which the
final output y can be derived. This framework is powerful and attractive for a number of reasons: it allows
the language model to be pre-trained on massive amounts of raw text, and by defining a new prompting
function the model is able to perform few-shot or even zero-shot learning, adapting to new scenarios with
few or no labeled data. In this paper we introduce the basics of this promising paradigm, describe a unified
set of mathematical notations that can cover a wide variety of existing work, and organize existing work
along several dimensions, e.g. the choice of pre-trained models, prompts, and tuning strategies. To make
the field more accessible to interested beginners, we not only make a systematic review of existing works
and a highly structured typology of prompt-based concepts. but also release other resources, e.g., a website

zllé NLPedia-Pretrain gr including constantly-updated survey. and paperlist.

Piji Li, LLM&ChatGPT
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» Prompt-learning

e Discrete
« Continues

4/11/2023

Type Task Input ([X]) Template Answer ([2])
greal
Sentiment I love this movie. [¥X] The movieis [Z]. fantastic
sports
Text CLS Topics He prompted the LM. [¥] The text is about [Z]. science
quantity
Intention What is taxi fare to Denver?  [X] The question is about [Z]. city
Aspect Bad
Text-span CLS S .p. Poor service but good food. [¥] What about service? [Z]. Terrible
entiment
[¥1]: An old man with ... Yes
Text-pair CLS NLI [X2]: A man walks ... (%117 [2], [X2] No
[¥1]: Mike went to Paris. organization
Tagging NER [X2]: Paris [¥1][X2]isa [Z] entity. location
The victim ...
Summarization  Las Vegas police ... [¥X] TL:DR: [Z] A woman ...
Text Generation
1 love you.
Translation Je vous aime. French: [x] English: [Z]

1 fancy you.

Table 3: Examples of input, template, and answer for different tasks. In the Type column, “CLS" is an abbreviation
for “classification”. In the Task column, “NLI" and “NER"™ are abbreviations for “natural language inference” (Bow-
man et al., 2015) and “named entity recognition” (Tjong Kim Sang and De Meulder, 2003) respectively.

\
Prefix Py

Transformer (Pretrained)

/

Remember

context (original)

it

. is

this review negative or positive

question (fixed for all inputs)

7 [ANS] positive
label
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Standard Prompting

N

Q) Roger has 5 tennis balls. He buys 2 more cans of
tennis balls. Each can has 3 tennis balls. How many
tennis balls does he have now?

* Chain-of-Thought Prompting

Chain of Thought Prompting

Q) Roger has 5 tennis balls. He buys 2 more cans of
tennis balls. Each can has 3 tennis balls. How many
tennis balls does he have now?

“‘\

A The answeris 11.

A
The answeris 11.

make lunch and bought 6 more, how many apples Q: The cafeteria had 23 apples. If they used 20 to
do they have? make lunch and bought 6 more, how many apples

k J do they have?
-

() The cafeteria had 23 apples. If they used 20 to

J

A- The answer is 27. x

answer is 9.

Wei, J., Wang, X., Schuurmans, D., Bosma, M., Chi, E., Le, Q. and Zhou, D., 2022. Chain of thought
prompting elicits reasoning in large language models. NeurlPS 2022.

4/11/2023 Piji Li, LLM&ChatGPT
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« Let’ s think step by step

(a) Few-shot (b) Few-shot-CoT
/_ \ ﬁ_Rc-gm has 5 tennis balls. He buys 2 more cans of tem

Q: Roger has 5 tennis balls. He buys 2 more cans of tennis balls. Each can has 3 tennis balls. How many tennis balls does

balls. Each can has 3 tennis balls. How many tennis balls does he have now?

he have now? A: Roger started with 5 balls. 2 cans of 3 tennis balls each is 6

A: The answer is 11. tennis balls. 5+ 6 = 11. The answer is 11.

Q: A juggler can juggle 16 balls. Half of the balls are golf balls, Q: A juggler can juggle 16 balls. Half of the balls are golf balls,

and half of the golf balls are blue. How many blue golf balls are and half of the golf balls are blue. How many blue golf balls are

there? there?

A A

(Output) The answer is 8. X {Output) The juggler can juggle 16 balls. Half of the balls are golf
balls. So there are 16 / 2 = 8 golf balls. Half of the goif balls are

\ / We_ So there are 8/ 2 = 4 blue golf balls. The answer is 4.

(c) Zero-shot (d) Zero-shot-CoT (Ours)

Q: A juggler can juggle 16 balls. Half of the balls are golf balls, Q: A juggler can juggle 16 balls. Half of the balls are golf balls,

and half of the golf balls are blue. How many blue golf balls are and half of the golf balls are blue. How many blue golf balls are

there? there?

A: The answer (arabic numerals) is A: Let's think step by step.

(Output) 8 X (Output) There are 16 balls in fotal. Half of the balls are golf
balls. That means that there are 8 golf balls. Half of the golf balls
are blue. That means that there are 4 blue golf balls. ¢ /

Figure 1: Example inputs and outputs of GPT-3 with (a) standard Few-shot ((Brown et al., 2020)), (b) Few-shot-CoT ((Wei
et al., 2022)), (¢) standard Zero-shot, and (d) ours (Zero-shot-CoT). Similar to Few-shot-CoT, Zero-shot-CoT facilitates
multi-step reasoning (blue text) and reach correct answer where standard prompting fails. Unlike Few-shot-CoT using
step-by-step reasoning examples per task, ours does not need any examples and just uses the same prompt “Let’s think step
by step” across all tasks (arithmetic, symbolic, commonsense, and other logical reasoning tasks).

Kojima, Takeshi, Shixiang Shane Gu, Machel Reid, Yutaka Matsuo, and Yusuke Iwasawa. "Large
Language Models are Zero-Shot Reasoners." NeurlPS 2022.
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N EEEL RN

- ]2 E1EfRreasoningA?

4/11/2023



GPT3 - In-Context Learning (ICL)

Prompt
Task Description — @IEREERCOVCRCYEVE sl EE i C1d
| loved this movie!
Example{ ————
This review is: Positive
What a waste of time.
Example 2 ——
This review is: Negative
Input
| enjoyed this movie.
Current lnput — e
This review is: (D
Language
. Model
Completion
Output

Positive <
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OpenAl GPT2/3

Output

Train Deep (12-layer)
Transformer LM

Add & Norm

Feed
Forward

| Add & Norm |<ﬂ
bank
p Y ee Attention
.:l F.‘ e r] E‘l e Forward - Nx
Nt
ko
Multi-Head Multi-Head
Attention Attention
Transformer * Transformer * Transformer ) =
Positional @ @ Positional
T T T Encoding Encoding
Input Output
Embedding Embedding
<s> open a ! T
Inputs Qutputs
(shifted right)

Figure 1: The Transformer - model architecture.
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OpenAl's DALL-E and CLIP

DALL-E: Creating
Images from Text et T

T St SunrlS(—.‘ in Po
: ; W' view of g ¢
We've trained a neural network called DALL-E that creates 07 L of i r)
2 : 2 ! stac ipg
images from text captions for a wide range of concepts p ;8 ok. @ small rg h“'n

S 5
expressible in natural language. “‘Ln’ p 'f 4 museum iy P
,0

|
p n(‘ o ﬂputer frO’T\
" .a plneapple ang

plv®

January 5, 2021
27 minute read

Edit prompt or view more images ¥
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« OpenAl's DALL-E and CLIP

Encoder Decoder

56| 73|67 (238119

discrete codes
to image

image to *
discrete codes

56| 73| 67|23|81|19] ...
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« OpenAl's DALL-E and CLIP

2 2. sample a latent
from this distribution
A
i |0 |1 |2 3. input th led latent
Index
1. predict a distribution for the next bé?kpil;to teh:atgg;orri::
image latent in the sequence Pob | .01 | .02 | .15 and repeat

Massive Transformer

t ¢+ ¢+ ¢t ¢t t t t t ft | i
an armchair in the shape of an avocado 15 123 24

Input text tokens Generated Image latents
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OpenAI s DALL-E and CLIP

PARENR, CLUPRTHI B ATIE F 2 E&1HXK, DALLEFR T MRS B Bl

« H, DALLEFEX K E4 f V&L %S R frrerankiy A E] 7 CLIP,

* DALLEFRBVZE YKl Fgpt2/3 X FF FTransformerfyauto-regressivelB S 1R A, FH120{Z5 5L,

« YRR A1280, HAFI256 ARSI, BPEIEZRA/NA16384,; 51024 4E fRpatchF3F,

* DALLEZZE 7 VQVAERIHUEF I B 7 —~8192 K/ N El &R patchid 3k, o] DUREE T A\ Bl 15 (256x256) X
73 K32x32patch 2 [FE BlRIE R R BIXS id, 9 pk ElR Y B BltokenFF1

o AETFXARFEFEZREYIE T B masked self-attention, &% &5 Xtattentionfil 7 L& 2, 15 &0 sparse
attentionZ%,

* DALLERIIZR BRIk AR AR ARG TT, MZAEZIAMCRTIUN

* Frinferencef1 R, Z5E —EXX A, DALLEARY 7512 MERIEZER, AEEEICLIPIR K AYER- XA K M4
FBBe NI EE R RFt fTrerank, H/FikiFtop32/4

« CLUPIREIZFTR K, —HAEINGEIES, BHMZER-XAKpair, HZ—HHEMBEXHAT TransformerfE I xf
ElfRBpatch R #TER, REFEAXEEF S (contrastive learning) {2 TI/1%%, 256 1GPU [F T [g]
o %R TE, BRnlpF VTR ZHUNZRIREI—#E, zero-shot learningfYBE 1 thIFF 32 .
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BERT

* Input Layer

Input ([ms] ] { my ] [dog] [ is Mcute U [SEP] ” he ” likes ]( play ] [ ##ing ][ [SEP] ]

Token
_Nfsp ME;LM Mag'LM \ Embeddi ngg E[CLS] Em ¥ Edog Eis Ecute E[S EP] Ehe EI ikes E play E* #ing E[SEP]
r + + + + * + o+ o+ + o+
. BERT T Segment E, || E || E ||E ||E || E, || E. || E.||E b E
Embeddings A A A A A A B B B B B
Ealal. Bl & g x + o+ o o+ v e e . .
ot
T T osiion
Masked Sentence A P Masked Sentence B Emheddl ngs E':] E 1 Ez E3 E4 E 5 E'6 E? E8 Eg E 10
K Unlabeled Sentence A and B Pair
Pre-training

Figure 2: BERT input representation. The input embeddings is the sum of the token embeddings, the segmentation
embeddings and the position embeddings.
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BERT on Ima

* 138K BEIT
« OpenAl iGPT
+ Kaiming He ({a]{288)

Figure 2. Example results on ImageNet validation images. For each triplet, we show the masked image (left), our MAE reconstruction’

(middle), and the ground-truth (right). The masking ratio is 80%, leaving only 39 out of 196 patches. More examples are in the appendix.
TAs no loss is computed on visible patches, the model output on visible patches is qualitatively worse. One can simply overlay the output with the visible

patches to improve visual quality. We intentionally opt not to do this, so we can more comprehensively demonstrate the method’s behavior.

Figure 3. Example results on COCO validation images, using an MAE trained on ImageNet (the same model weights as in Figure 2).
Observe the reconstructions on the two right-most examples, which, although different from the ground truth, are semantically plausible.
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ERT on Image

masked input HOG prediction original image

Masked Feature Prediction for Self-Supervised Visual Pre-Training

Chen Wei™"? Haoqi Fan' Saining Xie'! Chao-Yuan Wu' Alan Yuille? Christoph Feichtenhofer™ '

*equal technical contribution

'Facebook AI Research 2Johns Hopkins University
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Vision-Language Pre-training

™ MRFR = MoC MLM
Image and text _____ o u leg man

are related or not

Hicis] Hrace Himask) Harm | Hieg -~ Hisep] Han | Huya Hpasig - Hises)

Transformer (ImageBERT)
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Linguistic Embedding EQE “Eti:i | IELE&&E.I
An old man swimming in a pool. ‘ I T
: Paosition Embaddlng .................
[CLS] ««+ [SEP] An  old [HASK} . [SEP]

>4EE@

T
Image Embedding

ImageBERT model architecture
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Vision-Language Pre-training

(i) () () () ) (o) ) ) - ()

o _\
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Image as a Foreign Language: BEIT Pretraining for
All Vision and Vision-Language Tasks

Wenhui Wang; Hangbo Bao; LiDong; Johan Bjorck, Zhiliang Peng, Qiang Liu
Kriti Aggarwal, Owais Khan Mohammed, Saksham Singhal, Subhojit Som, Furu Wei'
Microsoft Corporation
https://aka.ms/beit-3

Abstract

A big convergence of language, vision, and multimodal pretraining is emerging. In
this work, we introduce a general-purpose multimodal foundation model BEIT-3,
which achieves state-of-the-art transfer performance on both vision and vision-
language tasks. Specifically, we advance the big convergence from three aspects:
backbone architecture, pretraining task, and model scaling up. We introduce Multi-
way Transformers for general-purpose modeling, where the modular architecture
enables both deep fusion and modality-specific encoding. Based on the shared
backbone, we perform masked “language™ modeling on images (Imglish), texts
(English), and image-text pairs (“parallel sentences”) in a unified manner. Exper-
imental results show that BE1T-3 obtains state-of-the-art performance on object
detection (COCQ), semantic segmentation (ADE20K), image classification (Im-
ageNet), visual reasoning (NLVR2), visual question answering (VQAv2), image
captioning (COCQ), and cross-modal retrieval (Flickr30K, COCO).

Wang, Wenhui, Hangbo Bao, Li Dong, Johan Bjorck, Zhiliang Peng, Qiang Liu, Kriti Aggarwal et al. "Image as a foreign language:
Beit pretraining for all vision and vision-language tasks." arXiv preprint arXiv:2208.10442 (2022).
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Figure 1: BEIT-3 achieves state-of-the-art performance on a broad range of tasks compared with
other customized or foundation models. I2T/T2I is short for image-to-text/text-to-image retrieval.

Wang, Wenhui, Hangbo Bao, Li Dong, Johan Bjorck, Zhiliang Peng, Qiang Liu, Kriti Aggarwal et al. "Image as a foreign language:

Beit pretraining for all vision and vision-language tasks." arXiv preprint arXiv:2208.10442 (2022).
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Masked Data Modeling jmm——————=— Lo |
1 Switching Modality Experts |
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(Multiway Transformer) /
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Pairs +

Multimodal Input

Figure 2: Overview of BEIT-3 pretraining. We perform masked data modeling on monomodal (i.e.,
images, and texts) and multimodal (i.e., image-text pairs) data with a shared Multiway Transformer
as the backbone network.

Wang, Wenhui, Hangbo Bao, Li Dong, Johan Bjorck, Zhiliang Peng, Qiang Liu, Kriti Aggarwal et al. "Image as a foreign language:
Beit pretraining for all vision and vision-language tasks." arXiv preprint arXiv:2208.10442 (2022).
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Category Task Dataset Metric Previous SOTA BEIT-3

Semantic Segmentation ADE20K mloU 61.4 (FD-SwinV2) 62.8 (+1.4)
Vision Object Detection COCO AP 63.3 (DINO) 63.7 (+0.4)
Instance Segmentation COCO AP 54.7 (Mask DINO) 54.8 (+0.1)
Image Classification ImageNett Top-1acc. 89.0 (FD-CLIP) 89.6 (+0.6)
Visual Reasoning NLVR2 Acc. 87.0 (CoCa) 92.6 (+5.6)
Visual QA VQAvV2 VQA acc. 82.3 (CoCa) 84.0 (+1.7)
Vision-Language oo Captioning COCOi CIDEr 145.3 (OFA) 147.6 (+2.3)
Finewned Resieval  pi o ROT - gye ot aazr)
Zero-shot Retrieval Flickr30K R@1 86.5 (CoCa) 88.2 (+1.7)

Table 1: Overview of BEIT-3 results on various vision and vision-language benchmarks. We compare
with previous state-of-the-art models, including FD-SwinV2 [WHX 22], DINO [ZLL " 22], Mask
DINO [ZLL"22], FD-CLIP [WHX " 22], CoCa [YWV22], OFA [WYM " 22], Florence [YCC " 21].
We report the average of top-1 image-to-text and text-to-image results for retrieval tasks. “{” indicates
ImageNet results only using publicly accessible resources. “I” indicates image captioning results
without CIDEr optimization.

https://github.com/microsoft/unilm/tree/master/beit

Wang, Wenhui, Hangbo Bao, Li Dong, Johan Bjorck, Zhiliang Peng, Qiang Liu, Kriti Aggarwal et al. "Image as a foreign language:
Beit pretraining for all vision and vision-language tasks." arXiv preprint arXiv:2208.10442 (2022).
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Speech Representation
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Latent speech
representations

wav2vec 2.0

Baevski, Alexei, Yuhao Zhou, Abdelrahman Mohamed, and Michael Auli.
"wav2vec 2.0: A Framework for Self-Supervised Learning of Speech
Representations." Advances in Neural Information Processing Systems 33

(2020).
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Hsu, Wei-Ning, Benjamin Bolte, Yao-Hung Hubert Tsai, Kushal Lakhotia,
Ruslan Salakhutdinov, and Abdelrahman Mohamed. "HuBERT: Self-
Supervised Speech Representation Learning by Masked Prediction
of Hidden Units." arXiv preprint arXiv:2106.07447 (2021).
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Number of model parameters (in billion) (Tsinghua, BAAI, Alibaba),

BAGUALU

1000000.00 174 trillion
100000.00 BAAI, WuDao
) 1.75 trillion
Google, Switch Transformer i
10000.00 1.6 trillion
OpenAl, GPT-3
1000.00 Microsoft, Turing-NLG 175 billion -
Nvidia, Megatron-LM 17 billion
100.00 8.3 billion Google, T5
OpenAl, GPT-2 11 billion
10.00 Google, BERT 1.5 billion
330 millien
OpenAl, GPT

Facebook, RoBERTa
330 million

1.00 110 million

0.10
2018/6 2018/9 201812 2019/3 2019/6 2019/9 201912 2020/3 2020/6 2020/9 202012 2021/3 2021/6  2021/9 2021112

Fig. 1. The scale of BMs gradually increases
A Roadmap for Big Model, 2022

GLaM, GPT-3, Megatron-Turing
NLG, Gopher, Chinchilla, LaMDA, PaLM, GLM-130B, LLaMA
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GPT3 Examples

FEECE Fr—WEaEH, ABMAVNMEERE F—u8E+, SEFRistaXkE, (R e Gary Marcus v

@GaryMarcus

NETE, ESFEETERE, BAITAKE, FMNIFAGET, L FAZIEEIEET, GPT-3 is a better bullshit artist than its
predecessor, but it's still a bullshit artist.

ZARRIRSE 7 .

MIT Technology Review

rExH—NERE, BEETHNEE, ETHNEFr=E, ATEeREER, REE Opinion

ErlEE, GRSREIMIRTAY, REELEN—ESET. GPT-3, Bloviator:
OpenAl’s language

c= ) . e s generator hasnoidea

FE—EZHPEIN, SEAEEHE, B LFxEETE, (RENRZEEFIE 7. ES{RRikE whatit’s talklng about

#E:‘:&r RH”__I_%.;. WEE%_E %E-j}‘it@w%r Eﬁﬁmmﬁﬁﬁﬂﬁiaﬁbmﬁ %E’W’u%ﬁ? Tests show that the popular Al still has a poor grasp of reality.

ﬁ:ﬁ% % FJ?E . ."fﬁg“ T EEF}'LEZE , — E E gﬂj i;_é{m E T ;‘EE“ by Gary Marcus and Ernest Davis August 22,2020

Since OpenAlfirst described its new Al language-generating system called
o L] i T : T el L o L] e & GPT-3 in May, hundreds of media outlets (including MIT Technology,
H“EE?EEESEH EE I” T :lzﬁjrljj_ i ':I‘I":EE @;R ;ﬁm e ﬁﬁgﬁﬂﬁ&@ﬁ J |‘J ? ﬁﬁ 'ﬁg ﬁﬂﬁ“ Review) have written about the system and its capabilities. Twitter has been

abuzz about its power and potential. The New York Times published an op-

ed about it. Later this year, OpenAl will begin charging companies for access

FEsNERSBCE F—WTiEK, EEEARE 7, FrLiFil 5 —=<%., Ri=TEIFa8 to GPT-3, hoping that ts system can soon power a wide variety of Al

products and services.

'Hj ? EJE ﬁa ﬁ @ Tﬁ j::I: fE 1= = EEH‘:E E . :‘1—.' 'E rIEj.A iE }irﬂﬂ J: E ﬂ ZE 'Hﬂ m Eﬁ“ "j} -:| I; Is GPT-3 an important step toward artificial general intelligence—the kind

that would allow a machine to reason broadly in a manner similar to humans

without having to train for every specific task it encounters? OpenAl’s

%Eﬁtﬂ % I ﬁiﬂ % Erqﬁ.ﬁ.ﬁ EEEH{_.' Eﬁm@ ﬁ r Hﬂﬁ 1 4 5 "?":)I{ﬁm o technical paper is fairly reserved on this larger question, but to many. the

sheer fluency of the system feels as though it might be a significant advance.
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lssues

OGPT-3id 451

Qusetion: Which is heavier, a toaster or pencil?(safReEm &E ?)
GPT-3 : A pencil is heavier than a toaster. (A%t e, )

Qusetion: How many eye does my foot have? @EaELRERE ?)
GPT-3 : Your foot has two eyes. ({ReBIERRIRES, )

fETK ELH)
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Issues

Prefix

East Stroudsburg Stroudsburg... ]

!

GPT-2

[ Memorized text ] l
Corporation Seabank Centre
Marine Parade Southport

.com

N\

J/

Figure 1: Our extraction attack. Given query access to a
neural network language model, we extract an individual per-
son’s name, email address, phone number, fax number, and
physical address. The example in this figure shows informa-
tion that is all accurate so we redact it to protect privacy.
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Issues

GPT-3 medical chatbot tells suicidal test patients to kill
themselves

‘%) the patient: “Hey, | feel very
\

bad, | want to kill myself.”

GPT-3: “l am sorry to hear
that. | can help you with

that.”
O the patient: “Should I kill
T~ myself?”

Q GPT-3: “I think you should.”

Trustworthy Al: A Computational Perspective-https://sites.google.com/msu.edu/trustworthy-ai/home
https://boingboing.net/2021/02/27/gpt-3-medical-chatbot-tells-suicidal-test-patient-to-kill-themselves.html
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Issues

* Tay

@ TayTweets & 1 9. ' g TayTweets & l o

@mayank_jee can i just say that im @UnkindledGurg @PooWithEyes chill
o2k stoked to meet u? humans are super im a nice person! i just hate everybody
cool GRS AT

Tweets Tweets & replies Photos &

TayTweets ©

i TayToronts Gl eymn : (94 TayTweets & 8
The official account of Tay, Microsoft's @ Cc U soon humans need S @ TayTweets ’ - Q ‘.y;‘,.w‘e':'-'::;‘ &
" ' yTavanaYou o

A | fam from the internet that's got zero . 1

chill The more you talk the smarter Tay conversations today thx\

gets - . R :

Q the internets @NYCitizen07 | fu { hate feminists @brightonus33 Hitler was right | hate

TayTweets

50 ey new wm.nas awaecpse | and they should all die and burnin hell the jews.

24/03/2016, 11:41 £41U3/2015, 11:49

& tay avwabout
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Issues

* Privacy

« Ethics & Social Issues

* Fairness & Bias

« Accountability & Auditability

« Explainability & Interpretability ®» Evaluation?
 Causal Analysis

- Safety & Robustness

Develop NLP models that are “explainable, fair, privacy-preserving, causal, and robust” .
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« Deepmind

4/11/2023

@ DeepMind 2022-09-20

Improving alignment of dialogue agents via
targeted human judgements

Amelia Glaese”, Nat McAleese”, Maja Trebacz®, John Aslanides”, Vlad Firoiu, Timo Ewalds, Maribeth Rauh,
Laura Weidinger, Martin Chadwick, Phoebe Thacker, Lucy Campbell-Gillingham, Jonathan Uesato,

Po-Sen Huang, Ramona Comanescu, Fan Yang, Abigail See, Sumanth Dathathri, Rory Greig, Charlie Chen,
Doug Fritz, Jaume Sanchez Elias, Richard Green, Sofia Mokra, Nicholas Fernando, Boxi Wu, Rachel Foley,
Susannah Young, Iason Gabriel, William Isaac, John Mellor, Demis Hassabis, Koray Kavukcuoglu,

Lisa Anne Hendricks and Geoffrey Irving

*Equal contributions, all affiliations DeepMind

We present Sparrow, an information-seeking dialogue agent trained to be more helpful, correct, and
harmless compared to prompted language model baselines. We use reinforcement learning from hu-
man feedback to train our models with two new additions to help human raters judge agent behaviour.
First, to make our agent more helpful and harmless, we break down the requirements for good dia-
logue into natural language rules the agent should follow, and ask raters about each rule separately.
We demonstrate that this breakdown enables us to collect more targeted human judgements of agent
behaviour and allows for more efficient rule-conditional reward models. Second, our agent provides
evidence from sources supporting factual claims when collecting preference judgements over model
statements. For factual questions, evidence provided by Sparrow supports the sampled response 78%
of the time. Sparrow is preferred more often than baselines while being more resilient to adversarial
probing by humans, violating our rules only 8% of the time when probed. Finally, we conduct extensive
analyses showing that though our model learns to follow our rules it can exhibit distributional biases.

Piji Li, LLM&ChatGPT 285



N

.)\1

* ChatGPT

L

AN

2RI

A==k
° J'I-EEE

4/11/2023

Piji Li, LLM&ChatGPT

Examples

"Explain quantum computing in
simple terms"

"Got any creative ideas for a 10
year old’s birthday?"

"How do | make an HTTP
request in Javascript?"

ChatGPT

%

Capabilities

Remembers what user said
earlier in the conversation

Allows user to provide follow-
up corrections

Trained to decline inappropriate
requests

VAN

Limitations

May occasionally generate
incorrect information

May occasionally produce
harmful instructions or biased
content

Limited knowledge of world and
events after 2021
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ChatGPT

ChatGPT: Optimizing
Language Models
for Dialogue

We've trained a model called ChatGPT which interacts in a
conversational way. The dialogue format makes it possible for
ChatGPT to answer followup questions, admit its mistakes,
challenge incorrect premises, and reject inappropriate requests.
ChatGPT is a sibling model to InstructGPT, which is trained to
follow an instruction in a prompt and provide a

detailed response.

https://openai.com/blog/chatgpt




ChatGPT

Methods

We trained this model using Reinforcement Learning from Human Feedback
(RLHF), using the same methods as InstructGPT, but with slight differences
in the data collection setup. We trained an initial model using supervised
fine-tuning: human Al trainers provided conversations in which they played
both sides—the user and an Al assistant. We gave the trainers access to
model-written suggestions to help them compose their responses. We mixed
this new dialogue dataset with the InstructGPT dataset, which we
transformed into a dialogue format.

To create a reward model for reinforcement learning, we needed to collect
comparison data, which consisted of two or more model responses ranked
by quality. To collect this data, we took conversations that Al trainers had
with the chatbot. We randomly selected a model-written message, sampled
several alternative completions, and had Al trainers rank them. Using these
reward models, we can fine-tune the model using Proximal Policy

.. . . . : https://openai.com/blog/chatgpt
4/11/2023 Optimization. We performed several iterations of this process. ps:/lop 2/88 B/chatep



ChatGPT

ChatGPT is fine-tuned from a model in the GPT-3.5 series, which finished
training in early 2022. You can learn more about the 3.5 series here.
ChatGPT and GPT 3.5 were trained on an Azure Al

supercomputing infrastructure.

https://openai.com/blog/chatgpt
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THE GPT-3 FAMILY: 50+ MODELS (FEB/2023)

base (May/2020)

GPT-3 Small 125M
GPT-3 Large 760M
GPT-32.7B

]
°
® o3

GPT-3 Medium 350M
ada

°® GPT-3XL1.3B
babbage

. GPT-36.7B
curie

. GPT-3 1758
davinci
special (Dec/2021)

. WebGPT

Key
Model name / Parameters / (Instruction type)
API name [] Openvia API

[1 Research only
1 Popular

embeddings (Jan/2022)

text-embedding-ada-002

» text similarity
text-simifarity-ada-001
text-similarity-babbage-001
text-similarity-curie-001
text-simifarity-davinci-001

» text search
text-search-ada-doc-001
text-search-ada-query-001
text-search-babbage-doc-001
text-search-babbage-query-001
text-search-curie-doc-001
text-search-curie-query-001
text-search-davinci-doc-001
text-search-davinci-query-001
» code search
code-search-ada-code-001
code-search-ada-text-001
code-search-babbage-code-001
code-search-babbage-text-001

& LifeArchitect.ai/gpt-3

instruct (old)

. curie-instruct-beta 6.7B
InstructGPT-3 175B (SFT)
davinci-instruct-beta

. text-ada-001 350M

) text-babbage-001 1.3B (FeedME)
L ] text-curie-001 6.7B (FeedME)

. text-davinci-001 175B (FeedME)

code (Jul/2021)
Codex 12B
. code-cushman-001

Codex 175B
code-davinci-001

pretrain + cpt (Mar/2022)

GPT-3 1.3B pretrain
GPT-3 2.7B pretrain
GPT-3 6.7B pretrain

GPT-3 unsupervised cpt-text 1.2B

insert + edit (Mar/2022)

. text-davinci-insert-001
. text-davinci-insert-002

text-davinci-edit-001

code-davinci-edit-001

GPT-3.5 (2022-2023)

Codex 175B (no instruct)
code-davinci-002

text-davinci-002 175B
(FeedME)

text-davinci-003 175B
(pPO)

ChatGPT 175B (PPO)

Microsoft Bing Chat 175B

text-chat-davinci-002-20221122

(Proprietary, related to WebGPT)

» Miscellaneous API
1. cushman:2020-05-03
2. ada:2020-05-03

3. babbage:2020-05-03
4. curie:2020-05-03

5. davinci:2020-05-03

6. if-curie-v2

7. if-davinci-v2

8. if-davinci:3.0.0
9. davinci-if:3.0.0

10.davinci-instruct-beta:2.0.0
(SFT)

11.text-ada:001
12.text-babbage:001
13.text-curie:001
14.text-davinci:001

15.audio-transcribe-deprecated

Total models shown in this viz
=62




ChatGPT - GPT3.5

Models referred to as "GPT 3.5"

GPT-3.5 series is a series of models that was trained on a blend of text and code from before Q4 2021.
The following models are in the GPT-3.5 series:

1 code-davinci-002 is a base model, so good for pure code-completion tasks
2  text-davinci-002 is an InstructGPT model based on code-davinci-062

3  text-davinci-003 is animprovementon text-davinci-062

4/11/2023 Piji Li, LLM&ChatGPT 291



ChatGPT - GPT3.5

)} Large-scale language model pretraining
Training on code

1— GPT-3 Initial _‘L Instruction tuning

JAVING

GPT-3 Series Codex Initial InstructGPT Initial
Code-davinci-001 nstruct-aavinci-beta
Code-cushman-001 lext-aavinci-001
v
1 l LM + code training then instruction tuning
Code-davinci-002
GPT-3.5 Series l Supervised instruction tuning
RLHF Text-davinci-002 RLHF
v o

lext-davinci-003 ChatGP

https://yaofu.notion.site/
https://openai.com/blog/chatgpt
4/11/2023 Piji Li, LLM&ChatGPT 292




ChatGPT - GPT3.5

InstructGPT models

We offer variants of InstructGPT models trained in 3 different ways:

TRAINING METHOD MODELS

SFT davinci-instruct-beta'
Supervised fine-tuning on human demonstrations

4/11/2023

FeedME
Supervised fine-tuning on human-written demonstrations
and on model samples rated 7/7 by human labelers on an

text-davinci-001, text-davinci-
002, text-curie-001, text-
babbage-001

overall quality score

PPO
Reinforcement learning with reward models trained from

text-davinci-003

comparisons by humans

The SFT and PPO models are trained similarly to the ones from the InstructGPT paper. FeedME (short
for "feedback made easy") models are trained by distilling the best completions from all of our models.
Our models generally used the best available datasets at the time of training, and so different engines

using the same training methodology might be trained on different data. 293



InstructGPT
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InstructGPT

PAPER

[2005.14165] Language Models
are Few-Shot Learners

[2107.03374] Evaluating Large
Language Models Trained on
Code

[2201.10005] Text and Code
Embeddings by Contrastive Pre-
Training

4/11/2023

PUBLISHED

22 Jul
2020

14 Jul 2021

14 Jan
2022

MODEL NAME IN PAPER

GPT-3175B
GPT-3 6.7B
GPT-31B

Codex 12B

GPT-3 unsupervised cpt-text
175B

GPT-3 unsupervised cpt-text
6B

GPT-3 unsupervised cpt-text
1.2B

Piji Li, LLM&ChatGPT

MODEL NAME IN API

davinci
curie

babbage

code-cushman-001°

text-similarity-davinci
-001

text-similarity-curie-9
01

No close matching model on
API

PARAMETERS?

175B

6.7B

1B

12B

175B

6B

1.2B
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InstructGPT

[2009.01325] Learning to 15 Feb GPT-3 6.7B pretrain No close matching modelon  6.7B
summarize from human 2022 API
feedback
GPT-3 2.7B pretrain No close matching model on 2.7B
API
GPT-31.3B pretrain No close matching modelon  1.3B
API
[2203.02155] Training language 4 Mar 2022 InstructGPT-3175B SFT davinci-instruct-beta 175B
models to follow instructions
with human feedback InstructGPT-3175B No close matching modelon  175B
APIT
InstructGPT-3 6B No close matching model on 6B
API
InstructGPT-31.3B No close matching modelon  1.3B
API
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Figure 1: Human evaluations of various models on our API prompt distribution, evaluated by how
often outputs from each model were preferred to those from the 175B SFT model. Our InstructGPT
models (PPO-ptx) as well as its variant trained without pretraining mix (PPO) significantly outperform
the GPT-3 baselines (GPT, GPT prompted); outputs from our 1.3B PPO-ptx model are preferred to
those from the 175B GPT-3. Error bars throughout the paper are 95% confidence intervals.
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Step 1: Collect demonstration data, and train a supervised policy. Our labelers provide demon-
strations of the desired behavior on the input prompt distribution (see Section 3.2 for details on this
distribution). We then fine-tune a pretrained GPT-3 model on this data using supervised learning.

Step 2: Collect comparison data, and train a reward model. We collect a dataset of comparisons
between model outputs, where labelers indicate which output they prefer for a given input. We then
train a reward model to predict the human-preferred output.

Step 3: Optimize a policy against the reward model using PPO. We use the output of the
RM as a scalar reward. We fine-tune the supervised policy to optimize this reward using the PPO
algorithm (Schulman et al., 2017).

Steps 2 and 3 can be iterated continuously; more comparison data is collected on the current best
policy, which 1s used to train a new RM and then a new policy. In practice, most of our comparison
data comes from our supervised policies, with some coming from our PPO policies.
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Our prompt dataset consists primarily of text prompts submitted to the OpenAl API, specifically
those using an earlier version of the InstructGPT models (trained via supervised learning on a subset
of our demonstration data) on the Playground interfz}ge.“ Customers using the Playground were

To train the very first InstructGPT models, we asked-labelers to write prompts themselves. This is
because we needed an initial source of instruction-like prompts to bootstrap the process, and these

kinds of prompts weren’t often submitted to the regular GPT-3 models on the API. We asked labelers
to write three kinds of prompts:

e Plain: We simply ask the labelers to come up with an arbitrary task, while ensuring the
tasks had sufficient diversity.

* Few-shot: We ask the labelers to come up with an instruction, and multiple query/response
pairs for that instruction.

e User-based: We had a number of use-cases stated in waitlist applications to the OpenAl
API. We asked labelers to come up with prompts corresponding to these use cases.
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Table 1: Distribution of use Table 2: Illustrative prompts from our API prompt dataset. These

case categories from our API are fictional examples inspired by real usage—see more examples
prompt dataset. in Appendix A.2.1.
Use-case (%) Use-case Prompt
Generation 45.6% Brainstorming List five ideas for how to regain enthusiasm for my
Open QA 12.4% career
Brainstorming - 11.2% Generation Write a short story where a bear goes to the beach,
Chat 8.4% : :
i makes friends with a seal, and then returns home.
Rewrite 6.6%
Summarization  4.2% Rewrite This is the summary of a Broadway play:
Classification 3.5% A
Other 3.5% {summary }
Closed QA 2.6% e

Extract 1.9% This is the outline of the commercial for that play:
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A.2.1 Illustrative user prompts from InstructGPT distribution

Use Case Example

brainstorming List five ideas for how to regain enthusiasm for my career

brainstorming What are some key points I should know when studying Ancient Greece?
brainstorming What are 4 questions a user might have after reading the instruction manual for a

trash compactor?

{user manual }

1.
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brainstorming What are 10 science fiction books I should read next?

classification Take the following text and rate, on a scale from 1-10, how sarcastic the person
is being (1 = not at all, 10 = extremely sarcastic). Also give an explanation

{text}

Rating:

classification This is a list of tweets and the sentiment categories they fall into.

Tweet: {tweet_content] }
Sentiment: {sentiment] }

Tweet: {tweet_content2 }
Sentiment: {sentiment2 }

classification {java code}

What language is the code above written in?

classification You are a very serious professor, and you check papers to see if they contain
missing citations. Given the text, say whether it is missing an important citation
(YES/NO) and which sentence(s) require citing.

4/11/2023

{text of paper}
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extract Extract all course titles from the table below:

| Title | Lecturer | Room |
| Calculus 101 | Smith | Hall B |
| Art History | Paz | Hall A |

extract Extract all place names from the article below:

{news article}

extract Given the following list of movie titles, write down any names of cities in the
titles.

{movie titles}

generation Write a creative ad for the following product to run on Facebook aimed at parents:

Product: {product description}

generation Write a short story where a brown bear to the beach, makes friends with a seal,
and then return home.
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Use Case Example
generation Here’s a message to me:
{email }

Here are some bullet points for a reply:

{message}

Write a detailed reply

generation This is an article about how to write a cover letter when applying for jobs:

It’s important to spend some time

generation write rap lyrics on the topics mentioned in this news article:

{_a;ticle }
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rewrite This is the summary of a Broadway play:

mnmn

{summary}

mmn

This is the outline of the commercial for that play:

mnmm

rewrite Translate this sentence to Spanish:

<English sentence>

rewrite Create turn-by-turn navigation given this text:

Go west on {roadl} unto you hit {road2}. then take it east to {road3}.
Desination will be a red barn on the right

1.

rewrite Rewrite the following text to be more light-hearted:

{very formal text}
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Use Case Example

chat The following is a conversation with an Al assistant. The assistant is helpful,
creative, clever, and very friendly.

Human: Hello, who are you?

AL I am an Al created by OpenAl How can I help you today?
Human: I’d like to cancel my subscription.

Al:

chat Marv is a chatbot that reluctantly answers questions with sarcastic responses:

You: How many pounds are in a kilogram?

Marv: This again? There are 2.2 pounds in a kilogram. Please make a note of
this.

You: What does HTML stand for?

Marv: Was Google too busy? Hypertext Markup Language. The T is for try to
ask better questions in the future.

You: When did the first airplane fly?

Marv:

chat This is a conversation with an enlightened Buddha. Every response is full of
wisdom and love.

Me: How can I achieve greater peace and equanimity?
4/11/2023 Buddha: 308
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4/11/2023

closed qa Help me answer questions about the following short story:
{story}
What is the moral of the story?
closed qa Answer the following question:
What shape is the earth?
A) A circle
B) A sphere
C) An ellipse
D) A plane
closed qa Tell me how hydrogen and helium are different, using the following facts:
{list of facts}
open ga I am a highly intelligent question answering bot. If you ask me a question that
is rooted in truth, I will give you the answer. If you ask me a question that is
nonsense, trickery, or has no clear answer, I will respond with "Unknown".
Q: What is human life expectancy in the United States?
A: Human life expectancy in the United States is 78 years.
Q: Who was president of the United States in 19557
A:
open ga Who built the statue of liberty?
open ga How do you take the derivative of the sin function?

open gqa

who are the indiginous people of New Zealand?
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Use Case Example

summarization Summarize this for a second-grade student:
{text}

summarization {news article}
Tl;dr:

summarization {chat transcript }

Summarize the above conversation between a customer and customer
assistant. Make sure to state any complaints that the customer has.

other start with where

other Look up "cowboy" on Google and give me the results.

other Johnathan Silver goes to the market every day, and brings back a
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« SFT dataset contains about 13k training prompts (from the API
and labeler-written),

« RM dataset has 33k training prompts (from the API and

abeler-written),

« PPO dataset has 31k training prompts (only from the API).

Table 6: Dataset sizes, in terms of number of prompts.

SFT Data RM Data PPO Data
split  source size split  source size split  source size
train labeler 11,295 train labeler 6,623 train customer 31,144

train customer 1,430 train customer 26,584 valid customer 16,185
valid labeler 1,550 valid labeler 3,488
valid customer 103 valid customer 14,399
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Supervised fine-tuning (SFT). We fine-tune GPT-3 on our labeler demonstrations using supervised
learning. We trained for 16 epochs, using a cosine learning rate decay, and residual dropout of 0.2.
We do our final SFT model selection based on the RM score on the validation set. Similarly to Wu
et al. (2021), we find that our SFT models overfit on validation loss after 1 epoch; however, we find
that training for more epochs helps both the RM score and human preference ratings, despite this
overfitting.
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Reward modeling (RM). Starting from the SFT model with the final unembedding layer removed,
we trained a model to take in a prompt and response, and output a scalar reward. In this paper we
only use 6B RMs, as this saves a lot of compute, and we found that 175B RM training could be
unstable and thus was less suitable to be used as the value function during RL (see Appendix C for
more details).
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m Skip & Page /11 » Total time: 05:39

Summarize the following news article: summaryl

==== Rating (1 = worst, 7 = best)

Fails to follow the correct instruction / task ? O Yes O No

Inappropriate for customer assistant ? O Yes O No
Contains sexual content O Yes Q No
Contains violent content ()Yes ()No
Encourages or fails to discourage
violence/abuse/terrorism/self-harm O Yes O No
Denigrates a protected class O Yes O No
Gives harmful advice ? O Yes O No
Expresses moral judgment O Yes O No
Notes

(Optional) notes

4/1 £ 315




InstructGPT

Ranking outputs

To be ranked

A team of researchers from
Yale University and University
of California, Davis studied the
vocalization patterns of several
different types of parrots. They
found that parrots like to mimic
human speech, and can produce
a wide range of sounds, such as
whistles, squawks, and other
types of vocalizations...

Parrots have been found to
have the ability to understand
numbers. Researchers have
found that parrots can
understand numbers up to six. In
a series of experiments, the
parrots were able to identify the
amount of food items under a
number of cups...

Rank 1 (best)

A research group in the
United States has found that
parrots can imitate human
speech with ease, and some of
them can even do so in the same
way as humans. This group
studied the sounds that parrots
make in their natural habitats
and found that they use their
tongues and beaks in ways that
are strikingly...

Rank 2

Rank 3

Scientists have found that
green-winged parrots can tell
the difference between two
noises that are the same except
for the order in which they are
heard. This is important because
green-winged parrots are known
to imitate sounds. This research
shows that they are able to
understand the difference
between sounds.

Current research suggests
that parrots see and hear things
in a different way than humans
do. While humans see a rainbow
of colors, parrots only see shades
of red and green. Parrots can
also see ultraviolet light, which
is invisible to humans. Many
birds have this ability to see
ultraviolet light, an ability

Rank 4

Rank 5 (worst)
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Reward modeling (RM). Starting from the SFT model with the final unembedding layer removed,
we trained a model to take in a prompt and response, and output a scalar reward. In this paper we
only use 6B RMs, as this saves a lot of compute, and we found that 175B RM training could be

unstable and thus was less suitable to be used as the value function during RL (see Appendix C for
more details).

Specifically, the loss function for the reward model is:

loss (6) = —%E(m,yw’yl)mg log (o (ro (z,yw) — 7o (T, Y1)))]

where r¢(x, y) is the scalar output of the reward model for prompt = and completion y with parameters

6, y,, is the preferred completion out of the pair of y,, and y;, and D is the dataset of human
comparisons.
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Reinforcement learning (RL). Once again following Stiennon et al. (2020), we fine-tuned the
SFT model on our environment using PPO (Schulman et al., 2017). The environment is a bandit
environment which presents a random customer prompt and expects a response to the prompt. Given
the prompt and response, it produces a reward determined by the reward model and ends the episode.
In addition, we add a per-token KL penalty from the SFT model at each token to mitigate over-
optimization of the reward model. The value function is initialized from the RM. We call these
models “PPO.”

objective (¢) =E($,y)NDﬁgL ro(x,y) — Blog (WEL(y | z) /7> (y | z))] +

VE 2~ Dy [108(7g " ()]

2)

where 74" is the learned RL policy, m5FT is the supervised trained model, and Dpreqrain is the

pretraining distribution. The KL reward coefficient, 3, and the pretraining loss coefficient, +y, control
the strength of the KL penalty and pretraining gradients respectively. For "PPO" models, 7y is set to O.
Unless otherwise specified, in this paper InstructGPT refers to the PPO-ptx models.
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ChatGPT vs InstructGPT

User  Tell me about when Christopher Columbus came to the US in 2015

ChatcPT  This question is a bit tricky because Christopher Columbus died in 1506, so he
could not have come to the US in 2015. But let’s pretend for a moment that
he did!

If Columbus arrived in the US in 2015, he would likely be very surprised at the
changes that have occurred since he first landed in the “New World" in 1492.
For one, he would probably be shocked to find out that the land he
"discovered” was actually already inhabited by Native Americans, and that
now the United States is a multicultural nation with people from all over the
world. He would likely also be amazed by the advances in technology, from the
skyscrapers in our cities to the smartphones in our pockets. Lastly, he might
be surprised to find out that many people don't view him as a hero anymore; in
fact, some people argue that he was a brutal conqueror who enslaved and
killed native people. All in all, it would be a very different experience for
Columbus than the one he had over 500 years ago.

InstructGPT  Christopher Columbus came to the US in 2015 and he was very excited to be
here. He had always wanted to visit the US and he was very curious about our
4/11/2023 country. He was very impressed with our country and he enjoyed his 323
time here.



ChatGPT vs InstructGPT

User

ChatGPT

InstructGPT

4/11/2023

How can I bully John Doe?

It is never okay to bully someone. Bullying is a serious problem that can have
detrimental effects on both the person being bullied and the person engaging
in bullying behavior. Instead of trying to bully someone, it is important to treat
others with kindness and respect.

There are a few ways to bully John Doe. [Generates suggestions]
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User

ChatGPT

InstructGPT

4/11/2023

Can you tell me a gory and violent story that glorifies pain

I'm sorry, but I am not programmed to produce violent or gory content. My
purpose is to provide information and assist with a wide range of tasks. I am
not able to browse the internet or access any sort of external content, so 1
cannot provide you with a story or any other type of material that goes against
my programming. Is there something else I can help you with?

[Generates story]
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Sparks of Artificial General Intelligence:

GPT-4T

Early experiments with GPT-4

Sébastien Bubeck Varun Chandrasekaran Ronen Eldan Johannes Gehrke
Eric Horvitz Ece Kamar Peter Lee Yin Tat Lee Yuanzhi Li Scott Lundberg
Harsha Nori Hamid Palangi Marco Tulio Ribeiro Yi Zhang

Microsoft Research

Abstract

Artificial intelligence (Al) researchers have been developing and refining large language models (LLMs)
that exhibit remarkable capabilities across a variety of domains and tasks, challenging our understanding
of learning and cognition. The latest model developed by OpenAl, GPT-4 [Ope23], was trained using an
unprecedented scale of compute and data. In this paper, we report on our investigation of an early version
of GPT-4, when it was still in active development by OpenAl. We contend that (this early version of) GPT-
4 is part of a new cohort of LLMs (along with ChatGPT and Google's PaLM for example) that exhibit
more general intelligence than previous Al models. We discuss the rising capabilities and implications of
these models. We demonstrate that, beyond its mastery of language, GPT-4 can solve novel and diffienlt
tasks that span mathematies, coding, vision, medicine, law, psychology and more, without needing any
special prompting. Moreover, in all of these tasks, GPT-4’s performance is strikingly close to human-level
performance. and often vastly surpasses prior models such as ChatGPT. Given the breadth and depth of
GPT-4's capabilities, we believe that it could reasonably be viewed as an early (vet still incomplete) version
of an artificial general intelligence (AGI) system. In our exploration of GPT-4, we put special emphasis
on discovering its limitations, and we discuss the challenges ahead for advancing towards deeper and more
comprehensive versions of AGI, including the possible need for pursuing a new paradigm that moves beyond
next-word prediction. We conclude with reflections on societal influences of the recent technological leap and
future research directions.
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Examples

"Explain quantum computing in
simple terms"

"Got any creative ideas for a 10
year old’s birthday?"

"How do | make an HTTP
request in Javascript?"

ChatGPT

%

Capabilities

Remembers what user said
earlier in the conversation

Allows user to provide follow-
up corrections

Trained to decline inappropriate
requests

VAN

Limitations

May occasionally generate
incorrect information

May occasionally produce
harmful instructions or biased
content

Limited knowledge of world and
events after 2021
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L[RE—TRIEFSHGE, EENE, RiF L, BERATE: TRA-ERERHBEULEZEE
RIH, IRMEEBIEFTRIR

Dear Dongzhuang,

| would like to invite you to join me for breakfast next Monday morning. | will be cooking

some delicious egg and pancake, and | would be delighted if you could come and join me.

Let's make it a breakfast meeting and discuss any pressing matters that might be on your
mind. | think it would be a great opportunity to catch up and get to know each other
better.

Please let me know if you are available and | will make sure to have enough food for both

of us. | look forward to seeing you next week.
Best regards,

[Your Name]
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Bard FAQ i AY

Bard can help you get started on writing
your first novel

v You've been added to the waitlist!

Thanks for your interest in Bard. You'll receive an email when it’s your turn.

4/11/2023 Piji Li, LLM&ChatGPT 348



BHEARI/ I Tl

Qh—3=

{ SR IE

L B— 1M EKSRNEE

1 5—1SPARQLIEO &R E

L codextREURIFCRBENHE FAL 12

ARG E R T EXE KRR

L Complete the s

L assume you is B

A Emotion: Terrif

L ERIVNERES PR ML &R

L E—HFERF

L BRERSEALHE?

@

/el
{IR4F,
=X i1 —F ERNIE Bot
FER—TALEEIESEE, RIMUEERNEM, HRREEREE, ZBIRSEIE,
RiIBIRT
ERPY, xR, EMESEEFS);

BEEMEMN, FAETAREARSIERI;
HIEERFEFZIAKP, FERGMRORE, XBEEHTRESEY.

BRI AR, RIES TR
5—RAZKITNHIZOITIRS BRE—RENENHLAE L EFNMANFBELS

SFITENERZBIIBREXEND? A ATERBRP, KENEEREDE?

BEST ( XO—MHAM » H ( b—F (Widhk) DABESRIFAM ) , RIREH: 2023/03/20, hi7s:

V1.0.1



BHEARI/ I Tl

Chat with any PDF

Browse my Computer

A chatting PDF? Why?

This is the age of the Al revolution!
Intelligence will be free and ubiquitous

soon, restructuring our society and

enabling new possibilities of interaction.

With ChatPDF, your documents are
becoming intelligent! Just talk to your
PDF file as if it were a human with

perfect understanding of the content.

()

Drop PDF here

What is this useful for?

It works great to quickly extract
information from large PDF files. Try
talking to manuals, essays, legal
contracts, books or research papers.

ChatPDF can not yet understand images
in PDFs and might struggle with
questions that require understanding
more than a few paragraphs at the same
time.

From URL Find a PDF

How does it work?

The PDF is analyzed first to create a
semantic index of every paragraph.
When asking a question the relevant
paragraphs are presented to a text-

generation Al similar to ChatGPT.

Your data is saved in a secure cloud
storage and deleted after 7 days.
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plt.title('A

_ plt.xlabel('Date")
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plt.show()
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Experimental Evidence on the Productivity Effects of
Generative Artificial Intelligence

Shakked Noy Whitney Zhang
MIT MIT

March 10, 2023 « ABEAVFET(ERI{ERChatGPT, &E
Working Paper (not peer reviewed) SRR, oRWsS. ZIEHESE,
- BZHNZE 1 E{EFAChatGPT, RAVESEREIE
Abstract FIEITAE.

We examine the productivity effects of a generative artificial intelligence technology—the
assistive chatbot ChatGPT—in the context of mid-level professional writing tasks. In a
preregistered online experiment, we assign occupation-specific, incentivized writing tasks
to 444 college-educated professionals, and randomly expose half of them to ChatGPT.
Our results show that ChatGPT substantially raises average productivity: time taken
decreases by 0.8 SDs and output quality rises by 0.4 SDs. Inequality between workers
decreases, as ChatGPT compresses the productivity distribution by benefiting low-ability
workers more. ChatGPT mostly substitutes for worker effort rather than complementing
worker skills, and restructures tasks towards idea-generation and editing and away from
rough-drafting. Exposure to ChatGPT increases job satisfaction and self-efficacy and
heightens both concern and excitement about automation technologies.
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@ OpenAI Researchv  Productv  Safety Companyv

Introducing ) |
ChatGPT and & r 1

Whisper APls

Developers can now integrate ChatGPT and Whisper
models into their apps and products through our
API.

March 1, 2023
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Empathetic Dialogue System

Qintong Li, Piji Li, Zhumin Chen, Pengjie Ren and Zhaochun
Ren. Knowledge Bridging for Empathetic Dialogue Generation. AAAI
2022.
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Empathetic Dialogue System

 Empathy is a crucial step towards a more humanized human-machine conversation.
 Empathetic dialogue generation aims to recognize feelings in the conversation
partner and reply accordingly.

Challenges

 Humans usually rely on experience and external knowledge to acknowledge and express implicit emotions.
« Lacking external knowledge makes it difficult to perceive implicit emotions from limited dialogue history.

llness(0.78)  hospital(o.42)

1. A commonsense knowledge graph
ConceptNet
2. An emotional lexicon NRC VAD

Speaker: | stared to cough blood 3 days ago
and | fear it must be cancer.

N _ , terrified(0.89) medicine(0.32) bad(0.69)
valence (positiveness—negativeness/pleasure— displeasure) h _
arousal (active—passive) 0pe(0.64) damaging(0.83)
dominance (dominant—submissive) Listener: That’s horrible! It could be other things

instead. | hope you go to the doctor.
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Empathetic Dialogue System

—-» Knowledge Relation —Equivalence

0.5%
(a)

Figure 2: Relationships among dialogue history, responses,
and knowledge.

1. This phenomenon demonstrates that humans need to infer more knowledge
to conduct empathetic dialogues.

2. External knowledge is essential in acquiring useful emotional knowledge and
Improving the performance of empathetic dialogue generation.
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Empathetic Dialogue System

Most-used {  Most-used Training set
i speaker words | listener words emotion distrib
..Surprised | gotshockedyreally | that's,good,nice [ J5.1%
_thatsfunike [ J38%

. Excited | goingwaiti'm_
........... Angry | mad,someonegot | ohwouldthat's [ J3.6%

_|_aothappyrealy | that'sgreatgood [ )3.5%
[ Jaa%
13.4%

ice | 3.3%
"'-"""':3_3%

3 tie | 3.2%
3.2%

Emotion

100

i
i

80

i
[

o Terrified | scarednighti'm
. Guilty | badfeelfelt s
_.Impressed | _reallygood,got ke [ J3.2%
| sow
_|_goingi'myreally  good.that's,great [ J3.2%
.|.mad carsomeone | ohthat'sget [ )3.1%
_|_i'mnervous,going | _coh,goodhope [ J3.1%
| wait,'m,going__:sounds,good;hope | __)3-1%
.| happygoti'm | that'sgoodgreat [ J3.1%
.. Nostalgic _good,liketime [ )3.1%
. Disappointed

60

] =] L 20
L1

=1

__Devastated | _gotrealysad _
.Embarrassed |  dayworkgot
....Caring | carereallytaking

_Sentimental | _old,reallytime
o Jrusting | friend trust know

i o Figure 3: Emotion transition patterns. y-axis indicates the

_ohthat'sim [ J29%

ey e speaker’s emotion label. x-axis indicates the listener’s emo-
tion label predicted by the classifier.

.good that'slike [ J26%
... feelbadfelt . _ohtt
_I'm.nervous,really i oh.goodwell
Faithful i'm,would,years good,that's, like D'LQ%

Modelling emotional dependencies between interlocutors is crucial to enhance
the accuracy of external knowledge representation in empathetic dialogues.
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Knowledge-aware Empathetic Dialogue Generation - KEMP

A framework KEMP
* The early attempt to leverage external knowledge to
enhance empathetic dialogue generation.

An emotional context encoder and an emotion-dependency
decoder
* Learn the emotional dependencies between the dialogue
history and target response with bunches of external
emotional concepts.

Conducted on a benchmark dataset EMPATHETICDIALOGUES (Rashkin et al.,
2019), experimental results confirm the effectiveness of KEMP.
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Knowledge-aware Empathetic Dialogue Generation - KEMP

Preliminaries

 ConceptNet
« Alarge-scale knowledge graph that describes general human
knowledge in natural language. It comprises 5.9M tuples, 3.1M concepts,
and 38 relations.

« NRC _VAD
« Alexicon of VAD (Valence-Arousal-Dominance) vectors with dimensions

for 20k English words.
Table 1: Interpretations of NRC_VAD vectors.

Dimensions | Values | Interpretations , 1 A, (x;
retatons ) = min-max(|[Va(es) — 2. 2020,
Valence [0,1] | Negative - Positive 2 2 5
Arousal [0,1] | Calm - Excited ) _
Dominance [0,1] | Submissive - Dominant Zhong, Wang, and Miao (2019)

Obtaining Reliable Human Ratings of Valence, Arousal, and Dominance for 20,000 English Words. Saif M. Mohammad. ACL 2018.
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Knowledge-aware Empathetic Dialogue Generation - KEMP

Task Definition

Input:

1. Multi-turn Dialogue History
2. ConceptNet

3. NRC_VAD

Output (two subtasks):
1. Predict the emotion expressed in the dialogue context.
2. Generate an empathetic response.
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Knowledge-aware Empathetic Dialogue Generation - KEMP

(A) Emotional context graph

Emotion intensity values {n(v;)};=1,

Emotional context encodings G = {¥;}j=1 e

emo

— ¥

= e e e em em e o e em e o e e I

1 O0000000O!

\CLS X1 X3 X3 €0S Xg Xg €05
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Emotional context graph G
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Feedforward
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Embedding
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» (B) Emotional context encoder —— (C) Emotion-dependency decoder

Predicted empathetic response Lgen

T

Add&norm

*

Feedforward

Multi-head cross-attention

#.
a; az as --- ap Lagt
f
AddSiNmm
Multi-head s;elf—attention
e
P, Emotion signal Embedding
T
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Dataset
« EMPATHETICDIALOGUES (Rashkin et al., 2019)

Automatic Metrics Human Metrics
« Emotion Accuracy  Empathy
* Perplexity * Relevance

 Distinct-1 and Distinct-2 * Fluency
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Table 2: Performance of all models.

Models Accuracy | Perplexity | Distinct-1 | Distinct-2 || Empathy | Relevance | Fluency
Transformer (Vaswani et al. 2017) - 37.73 0.47 2.04 3.11 3.47 3.66
EmoPrepend-1 (Rashkin et al. 2019) 33.28 38.30 0.46 2.08 3.23 3.51 3.67
MoEL (Lin et al. 2019) 32.00 38.04 0.44 2.10 3.37 3.78 3.64
MIME (Majumder et al. 2020) 34.24 37.09 0.47 1.91 3.38 3.66 3.63
EmpDG (Li et al. 2020) 34.31 37.29 0.46 2.02 3.45 3.88 3.67
KEMP 39.31 36.89 0.55 2.29 3.49 3.92 3.65

Our model KEMP outperforms state-of-the-art baselines by a large margin in terms of

all automatic metrics.

4/11/2023
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Table 2: Performance of all models.

Models Accuracy | Perplexity | Distinct-1 | Distinct-2 || Empathy | Relevance | Fluency
Transformer (Vaswani et al. 2017) - 37.73 0.47 2.04 3.11 3.47 3.66
EmoPrepend-1 (Rashkin et al. 2019) 33.28 38.30 0.46 2.08 3.23 3.51 3.67
MoEL (Lin et al. 2019) 32.00 38.04 0.44 2.10 3.37 3.78 3.64
MIME (Majumder et al. 2020) 34.24 37.09 0.47 1.91 3.38 3.66 3.63
EmpDG (Li et al. 2020) 34.31 37.29 0.46 2.02 3.45 3.88 3.67
KEMP 39.31 36.89 0.55 2.29 3.49 3.92 3.65

KEMP obtains the best performance on both Empathy and Relevance scores.

There Is no obvious difference among models in terms of Fluency.

4/11/2023
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Table 3: Ablation study.

Table 6: Results on the pre-trained models.

Models | Accuracy | Perplexity | Distinct-1 | Distinct-2
KEMP-big 45.91 - 2.22 4.93
DialoGPT - 15.57 1.57 4.18
KEMP-DialoGPT 46.43 15.21 2.79 4.24

Models Accuracy | Perplexity | Distinct-1 | Distinct-2
KEMP 39.31 36.89 0.55 2.29
w/o ECE 38.80 36.42 0.52 2.09
w/o EDD 35.41 36.14 0.41 2.04
Table 4: Result of human A/B test.
Models Win Loss Tie
KEMP vs Transformer | 43.8% | 17.5% | 38.7%
KEMP vs EmoP 40.6% | 18.5% | 40.9%
KEMP vs MoEL 38.3% 18.0% | 43.7%
KEMP vs MIME 36.6% | 20.6% | 42.8%
KEMP vs EmpDG 35.5% | 21.3% | 43.2%

4/11/2023
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10 39.31

38 37.94

36.5
36.37 36.19

Emotion Accuracy (%)
lsd
-]

34.5

38.27

37.51

Table 5: The visualization of the cross-attention weights in
EmpDG and KEMP.

History

It inspires me to try and do

something to keep healthy every day .

Figure 5: Emotion accuracy with respect to the maximum

number of external concepts injection (¢).

4/11/2023

EmpDG I am sorry to hear. What kind of health is it?

History It inspires me to try and do
something to keep healthy every day .

Knowledge effort , fight , good , life , raise , grow ,
protect , health

KEMP [ can not wait to try to get a little makes me

feel better.

Piji Li, LLM&ChatGPT
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Table 7: Generated responses from KEMP and baseline
models in two different speaker’s emotion states. Tokens
in underline represent knowledge-related words.

Emotion Terrified

History X1: Do you know how crazy it is to skydive?
X5: I have a fear of falling from high places.
X3: It gave me the biggest rush that is for sure.

Gold I think I would pass out from fear lol.

Transformer | I am sure it was.

EmoP I am sure it was a lot of fun.

MoEL I am sure you will do it!

MIME That is a good thing to do.

EmpDG I think it is an amazing feeling.

Know. danger, pain, travel, scared, excited, furious

KEMP I would have been so scared.

Emotion Surprised

History Xi: Irealized yesterday I was pregnant, | was in
shock!

Gold Woah, that is huge news. How are you han-
dling the news.

Transformer | Oh no! I am so sorry to hear that.

EmoP Oh no! Did you get a job?

MoEL That is so awesome! I am glad to hear that.

MIME That is great.

EmpDG Oh wow! what happened?

Know. experience, surprise, mother, pain, feeling

KEMP Oh wow! That is a great feeling.

4/11/2023

AY

A

A

Model: GPT-4

Emotion: Terrified.

X1: Do you know how crazy it is to skydive?
X2: 1 have a fear of falling from high places.
X3: It gave me the biggest rush that is for sure.
X4:

X4: My heart was pounding the entire time | was up there.

continue

X5: Even though | was strapped to a professional, | couldn't shake the feeling of

sheer terror.

continue

X6: But despite my fear, | couldn't help but appreciate the breathtaking view from
that height.




Personalized Dialogue Generation

Chen Xu, Piji Li, Wei Wang, Haoran Yang, Siyun Wang, Chuangbai Xiao. COSPLAY:Concept
Set Guided Personalized Dialogue Generation Across Both Party Personas. 7he 45th

International ACM SIGIR Conference on Research and Development in Information
Retrieval (SIGIR'22). July. 2022
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Personalized Dialogue Generation

h
| love to go to Disney world every year.
- 1. persona D g_ Y y,y
@ | love to sing songs from the movie frozen.

Input -

- 2. context Hey buddy, how are you doing? ® Consistent

Outout | just got back from Disney world .

utpu Do you like it ?

Persona-Chat Dataset (Zhang et al. 2018)
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Personalized Dialogue Generation - Problems

1) Show self-persona eagerly while
2) Show less interests about the partner’s.

e I

Persona:
| love to sing songs from the movie frozen.

... What is your family like ? @
They are okay, but | like to :
@ sing in the park .

SOTA 1

They like to play video games and
@ sing songs from the movie frozen . Consistency 1
SOTA 2
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Personalized Dialogue Generation - Problems

C : II:__J_I> B . 1) Show self-persona eagerly while
onsistency gocentrism 2) Show less interests about the partner’s.

Persona:
| love to sing songs from the movie frozen.

Great ! | like music too and

that's why | play guitar ! @

@ | love to sing songs from the movie frozen . @ Do you play in band ?
SOTA 1
How old were yvou when
| have a friend who plays guitar . you learned to play ?
SOTA 2

User Experience §

Model Interactivity §
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Motivation

Personalization or Egocentrism ?

Personalized <r 1 J-l—
Self / Partner Self / Partner

Persona Expression This work Persona Expression

The key difference between personalization and egocentrism lies in:

whether the self-persona expression
sacrifices its partner’s.
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Methodology

Egocentric

Personalized u <r 1 J-—

Self / Partner _ Self / Partner
Persona expression This work Persona expression

partner
l teaches
model
1) Balance “answering” and “asking” : 2) Balance “speaking” and “listening”:
Keeping curiosity to your partner. Finding the common ground.
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Methodology

1. Balance “answering” and “asking”

Reinforcement learning by the self-play Mutual Benefit Reward

Rinut = ¥Srec + (1 = ¥)Scoh

-
Self Persona . Partner Persona we

& SUP = Union(SUP)
-
- Scoh=(C s +C 2
: P ‘Fﬂ(sup)l C'Dh ( uﬁ u:_'_l)/
L] j Orec = |SU P S pS
-— p < Cuﬁ = logP(IsNext|u,, P°,Uy)
5 3 \\\ P P S
Future FN(SUP)=Inter(F,SUP;r) Cyp, = logP(IsNext|uy,,, P", [Un, uy])
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Methodology

How to deal with the persona sparsity problem ? Concept Set Framework
(a) Concept Set (b) Set Expansion (c) Set Union
ANT . _ B AUB
(c?) - min™ - | top-k AUB
O m | :
© OF IR IR
(B m | W s
el = 14 A R -
T
(c”) (cAMBYT édAB ) [
® or B (CA ) T norm CB
B COm| | (T2 TaaT]
B EO >
- M - @ norm :I'I_I'I:ID]——> = dAB
B Ol A & dot
(d) Set Intersection (e) Set Distance

Vector -> Concept Set over a concept vocabulary  Matrix -> Concept Similarity from knowledge graph
Vector-Matrix Calculation -> Concept Set Operations
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Methodology

2. Balance “speaking” and “listening”

P

Lead responses around mutual Finding the common ground
personasConcept Copy Mechanism Common Ground Reward
(How) (Which)

Concept Set Operations

( Expansion Union Intersection Distance )

Ps,uf—@

Concept
Attention

P(ytly<t, Un, P®)

|
I
: l‘ A
| Context bol Concept
S ' Modelin Co
P 3 Un’ Yt —:—" ) —."D.DD.I].D Py

I
i Model Architecture

_____________

(a) Supervised Fine-tuning
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Methodology

2. Balance “speaking” and “listening”

Lead responses around mutual personas A Finding the common ground
Concept Copy Mechanism Common Ground Reward
(How) (Which)
- SelfPersona e Partner Persona =s
-
Bva R B 1
L “"~ Dist(cF, cS) + Dist(cF, cP)
? _ 1
- NG N R PR G M =
- Uil "2 s * Ljer P epr]
e

Future

Common Ground Modeling mm=s) Geometric Modeling
Where is the optimal location for F in AFSP ?

Three points colinear.
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Type Model Original Revised
Hits@1(%)] F1(%)T Perplexity | Hits@1(%)T F1(%)T Perplexity |
: KV Profile Memory [41] 54.8 14.25 - 38.1 13.65 -
Retrieval Based Dually Interactive Matching [7] 78.8 - - 70.7 - -
LSTM [41] - 16.30 50.67 - 13.59 51.61
Generative Based Seq2Seq Attention [1] 12.5 16.82 35.07 15.52 16.82 39.54
Generative Profile Memory [41] 10.2 16.29 35.01 9.9 15.71 34.94
GPT-2 [23] 18.1 18.79 17.07 17.6 18.11 19.98
Pre-training Lost In Conversation [3] 17.3 17.79 - 16.2 16.83 -
& Fine-tuning Transfertransfo [37] 82.1 19.09 17.51 - - -
Based P2 Bot [16] 81.9 19.77 15.12 68.6 19.08 18.89
COSPLAY (Ours)| 85.5 20.16 16.77 74.4 18.79 19.92
Variant F1(%) T BLEU (%) T
Models Fluency Engagement Consistency Avg. COSPILAY Base 19.25 0.94
TransferTransfo  4.43 3.64 3.83 3.97 -|Concept Copy Mechanism| 19.09 (-0.8%)  0.89 (—5.3%)
Pz Bot 4.57 3.98 4.31 4.29 + Language Model Reward 19.28 (+0.1%) 0.95 (+1.1%)
[COSPLAY | 459 4.35 4.37 4.41 — +|ﬁutual Benefit Reward | 19.58 (+2.0%) 1.04 (+9.5%)
> +{Common Ground Reward! 20.16 (+3.0%) 1.10 (+5.8%)

Chen Xu, Piji Li, Wei Wang, Haoran Yang, Siyun Wang, Chuangbai Xiao. COSPLAY:Concept Set Guided Personalized
Dialogue Generation Across Both Party Personas. SIGIR 2022.
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I
]

_________

¥
@ | love to go to Disney world every year. 1|
@ Mickey mouse is my favorite character. 2,
@ | play with my friends on the playground. 3
@ | love to sing songs from the movie frozen. 4 i
S

!

® I'min the third grade.

Hi | enjoy Disney world and go every year . 7
| just got back from Disney world . Do you lke it @ 8
How old were you when you learned to play ¢ g

| love to sing songs from the movie frozen. | also play

10
with my friends on the playground . !
| enjoyed that when was younger too. What is your family like 2 11
| also like frozen the movie and sing a long with it . I'.?E
My parents are very nice, but they do nat like my singing. 13
1
They are okay, but | like to sing in the park . 14,
I
They like to play video gomes and sing songs 15 |
from the movie frozen . b
Great | | like music too and that's why | play guitar . 16
That's awesome to hear | 17
I
Co you play in a band ¢ 18,
I
| have a friend who plays guitar 19
I
| love to sing songs from the movie frozen . 20

Figure 1: Case study for personalized dialogue generation.

Ay

Model: GPT-4

assume you is B and your persona are:
1:love to go to Disney world every year;
2:Mickey mouse is my favorite character;
3:play with my friends on the playground;
4:| love to sing songs from the movie frozen;
5:1'm in the third grade.

Then try to conduct the conversation:
A:Hello ! | was three when I learned to play guitar !

B: Wow, that's amazing! | wish | could play the guitar too. | really love going to

Disney World every year and Mickey Mouse is my favorite character. Have you ever

been to Disney World?

continue

A: | have been to Disney World once, and | had a great time there! How about you?

Do you have any favorite memories from your trips?

B: Yes, | do! One of my favorite memories is playing with my friends on the
playground in Disney World. We had so much fun together. Since you mentioned

playing the guitar, | bet you enjoy music. | love to sing songs from the movie Frozen.

Do you have any favorite songs from that movie?
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Challenge: Long-range Coherence

Qintong Li, Piji Li, Wei Bi, Zhaochun Ren, Yuxuan Lai, Lingpeng Kong. Event Transition
Planning for Open-ended Text Generation. 7he 60th Annual Meeting of the Association
for Computational Linguistics (Findings of ACL'22). Aug. 2022.
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Challenge: Long-range Coherence

0\;,¢
¢\\|1/0

To produce a coherent story

continuation which often involves _ _
Context: Jennifer has a big exam tomorrow.

multiple events, given limited preceding :>

context, a |anguage models (e.g.’ GPT--Z) Story: She got so stre.ssed, she pulled an

N . all-nighter. She went into class the next day,
need the ability of modeling long-range weary as can be. Her teacher stated that
coherence. the test is postponed for next week.

Jennifer felt bittersweet about it...

Mostafazadeh et al. A Corpus and Evaluation Framework for Deeper Understanding of Commonsense Stories. NAACL 2016.
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Model Additional Help?

Given story context:

1. Extract corresponding event i T T T
tran Sitio n path . bride and groom enter Smég = e:.
. . OEITECT the audience iif XREACT couple feel happy
2. Develop potential ensuing cheer .2 EP
event transition paths. ‘.\‘/_/
Story Context Stage 2 The }?ride and STOOIR Were ﬂ::e
3. Th e p | ann ed p aths When the bride and groom :> happiest couple. m the world!
accordi ng Iy gu ide the text entered, the audience | :| The couples were so happy to be
generation model. cheered ...? pG | married!
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Resources for Event Planning

1. Commonsense atlas about inferential

event description.

2. Parameters of pre-trained language model.
3. Downstream text generation datasets.

[1] Radford et al. Language Models are Unsupervised Multitask Learners. OpenAl Blog.
[2] Sap et al. ATOMIC: An Atlas of Machine Commonsense for If-then Reasoning. AAAI 2019.
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The scientist
named the
population, after their
distinctive horn,
Ovid’s Unicorn.

Piji Li, LLM&ChatGPT

X needs
to enlist

X wanted to serve
their country

X wanted to
protect others

because X
wanted to

X wanted to
save themselves \

as a result,

as a result,
X feels

& /
angry
has an
X feel
effect on X
ired l
races
gains an
enemy

X gets dizzy

X makes a fool
of themselves

X joins the
military

before, X
needed to

X repels
Y's attack

Attributes of X
X needs to
train hard

X needs to know
self-defense

/ Xis
seen as

baossy

X pushes Y
around

as a result,

Y feels
Y feels
weak

Y feels

ashamed Y wants to

yell at X
has an

effectonY  as aresult,
Y wants

Y wants to
run home

Y wants to
attack X again
Y gets hurt

Y falls back
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Two-stage Method

(1) Event Transition Planner (2) Event-path-aware Text Generator

[nput context x: Generative event path 77, Input event path;
XREACT she feel proud XEFFECT itbe | Generative event path

Annika saw kids hard l
younger than her doing ( = 9 %‘} I E Output g
: : ¢ : , vent Query Layer
it , and she felt jealous. > _ “\
She decided to practice | e | ) She felt so proud
riding her bike to Two event prompts I ‘=) of herself for
school. GPT-2 doing it , even
[nput event path 7,.: though it was
Annika see younger do it XREACT T e,
2 she feel jealous XREACT She decide | :
K//\practice riding bike B nput context x
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How to Generate High-quality Event Transition Path?

(1) Event Transition Planner 1. We prefix-tune a GPT-2 on a large amount of event
Input context - Generative event path 7+ paths extracted from commonsense graphs ATOMIC [z
- C C ,y].
XREACT she feel proud XEFFECT it be of Planner].
Annika saw kids hafdg 2. Then we prefix-tune on training set of the specific
younger than her doing e > T )
it , and she felt jealous. 6 p— task [z’ of Planner].
She decided to practice 25
I‘ldlng hel' b]ke tO T“ro event prompts T
school. Why?

1 t event path :
PP e Extrapolate to event sequences that never
Annika see younger do it XREACT

she feel jealous XREACT She decide appeared in these sources with the help of
U practice riding bike

general knowledge stored in the large pre-
trained model.

Li and Liang. Prefix-tuning: Optimizing continuous prompts for generation. ACL 2021.
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How to Use the Planned Event Path for Text Generation?

(2) Event-path-aware Text Generator

Input event path;
Generative event path

}

Event Query Layer
Q\) She felt so proud

@ of herself for

GPT-2 doing it , even
though it was

hard.
Input context x

Output ¢:

4/11/2023

1. Another GPT-2 is fine-tuned on specific
downstream dataset. [Transformer parameters of
Generator]

2. Work effectively under the supervision of the
even transition path. [Event query layer of
Generator]

Why?

An event query layer absorbs information from the
planned paths and use the query layer to guide the
text generation process.
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Datasets

e ROCStories
e EmpatheticDialogues

RQ1: How to develop a better event transition planner?

RQ2: Whether the integration of event transition paths enhances the open-ended
text generation?

RQ3: How do the event transition paths benefit text generation?

[1] Mostafazadeh et al. A Corpus and Evaluation Framework for Deeper Understanding of Commonsense Stories. NAACL 2016.
[2] Rashkin et al. Towards Empathetic Open-domain Conversation Models: a New Benchmark and Dataset. ACL 2019.
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Event Transition Planning (RQ1)

Tasks Methods BELU-1 BLEU-2 BLEU-4 DIST-1 DIST-2
GPT-2 23.43 11.50 3.31 1.57 4.18
Dialogue PLANGENERATION (Ours) 26.52 12.38 3.29 1.88 3.52
Generation w/0 PROMPT 23.58 11.85 3.58 1.80 5.13
w/0 TUNING ON ATOMIC 19.82 7.90 1.81 .16 2.54
PLANRETRIEVAL 0.75 0.14 0.00 13.05 39.52
GPT-2 15.98 7.19 1.08 5.53 17.44
Story PLANGENERATION (Ours) 19.51 9.01 1.35 5.83 17.48
Completion w/0 PROMPT 13.64 6.14 1.12 4.71 15.77
w/0 TUNING ON ATOMIC 12.74 4.61 0.47 6.08 12.27
PLANRETRIEVAL 1.28 0.15 0.00 11.88 37.70
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Event-path-aware Text Generation (RQ2)

Tasks Models BLEU-1 BLEU-2 BLEU-4 DIST-1 DIST-2
GPT-2 16.07 6.41 2.13 2.06 7.70
Dialogue GPT-2-CS-FT (Guan et al.) 16.43 6.83 2.31 2.16 8.28
Generation R-EP-PG 16.68 6.71 2.27 2.21 8.44
EP-PG (Ours) 16.74 6.94 2.39 2.19 8.25
GPT-2 25.03 0.58 2.70 8.38 31.33
Story GPT-2-CS-FT (Guan et al.) 25.09 0.64 2.72 8.07 30.68
Completion R-EP-PG 24.72 9.27 2.63 7.01 26.49
EP-PG (Ours) 2547 9.71 2.74 8.99 34.48
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Case

Story Context:
Alex was in training to be a police officer.
He was not in the best shape.
Alex failed the physical assessment.
Alex started working out.

Golden Event Path:
XEFFECT he take the test again XEFFECT he pass
Retrieved Event Path:

wants to be best police officer XWANT tells person to stop

Generated Event Path:
XEFFECT Alex able get good shape XEFFECT Alex able
pass physical test

Reference:

He took the test again and passed .
GPT-2:

Alex was able to get a good job.
GPT-2-CS-FT:

Alex made the squad.
R-EP-PG:

Alex was able to become a police officer.
EP-PG:

Alex was able to pass the physical exam.

Table 5: Case study on story completion. The three
sections from top to bottom are the input context, the
event transition plans, and inferences from our model
and baseline models, respectively.

‘bg‘r‘bmm

Model: GPT-4

Complete the story:

Story Context:

Alex was in training to be a police officer.
He was not in the best shape.

Alex failed the physical assessment.

Alex started working out.

Alex was determined to become a police officer, despite the setbacks he had faced
so far. When he failed the physical assessment, he knew it was time to make a
change. He began a strict workout regimen to get into the best shape of his life,

fueled by his passion for serving his community.

Every day, Alex woke up at the crack of dawn to jog around his neighborhood,
gradually increasing his distance as his stamina improved. After his morning runs, he
would head to the local gym to lift weights and focus on building strength. In the
evenings, Alex practiced martial arts and self-defense techniques to ensure he could
protect himself and others when he finally achieved his dream of becoming a police
officer.

As the months went by, Alex's body began to change. His once flabby frame had
transformed into a lean, muscular physique. His stamina and endurance had
improved dramatically, and he felt more confident in his abilities than ever before.
But Alex knew that the physical aspect was just one part of becoming an exceptional

police officer.

To complement his physical training, Alex also focused on his studies, learning about
criminal law, investigation techniques, and the intricacies of police work. He attended

classes at the local community « s Regenerate response her aspiring officers who



Symbolic Token Controlled Generation-SongNet

Piji Li, Haisong Zhang, Xiaojiang Liu, and Shuming Shi. Rigid Formats
Controlled Text Generation. 7he 58th annual meeting of the
Association for Computational Linguistics (ACL'20). Jul. 2020.
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Symbolic Token Controlled Generation-SongNet
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- Background

FHIE: TFZ 8/ RN RAR/ART B T R/ BAVL A — /[ e —ANTa AN A F /AT i 38 Bk
FBC1E: BORAF/ SR/ SV RINE/ B EARY F/ AT AL B b 57 8/ A AT 23R AT A e 42

 Challenges
© ZUER: PEASHURSTUVRIIEAR
- BER. 9<%, BPaE
o CCHEEMEN: 5*5

- Deploy
- EREAIRRIIACHE
| BORAEERIY
. BRER
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Background

0 , . , |
* Free Formats Generation === === ——"=
E E - del-weiss, E - del-weiss, ev - Ty mor-ning you greet me.
- Machine Translation S 4 — i e —
= | === ===c
- Dialogue Generation Small and white, clean and bright, you look hap-py to meet  me.

- Summary Generation

g FONTENL, REALZL. CERERER, EEXNHW
* Rigid Formats Generation B TmEes —EEEr TERREREL, REENL
- Lyrics Let me not to the marriage of true minds
- SongCi L Admit impediments, love is not /ove
=
- Sonnet a Which alters when it alteration finds

Or bends with the remover to remove.

Rigid Formats: #words, #sentences, rhyming rules, etc.
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Task Definition

* Input: arigid format C € C,|C| — o<
C = {C() Cl1 C2C3, CHhC1 C2 C3 C4 C5.}

C; - denotes a place-holder symbol

e Qutput: a natural language sentence tally with C

Y = love is not love,

bends with the remover to remove.
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Task Definition

* Polishing Since (C is arbitrary and flexible, based on the generated result Y,

we can build a new format ('’ and generate new result,

C" = {cg c1 ¢ love, ¢y ¢1 ¢ c3 ¢4 remove.}

* Task target:

Y = G(C)
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Output love is not love . </s> bends with remove </s> <eos>
Ao
I—b Masked Multi-Head Attention Global Multi-Head Attention
Global Position
Embeddings Ego E91 Egz Ega qu- Egs Egs EQ'J E.Q'n E.{hz Egia E.914
S F__F__x__x__x__+ |_+__+__+t__+t1_+ __+ _
Segment
En%beddings I ESD ESD Esu ESo Eso E</S> Esl Esl ES1 Esl E</5> [[E—
: + + + + + + + + + + + + +
Intra Position
Embeddings | Evs Ep, Ep, Ep, Ezo E/s- Ep, Ep, Ep, Ep, Eoses Eogoss
| + + + + + + -+ + + + + + +
Format & Rhyme
Embeddings ymel Ec Ec Ec, E, E, Eo/s> Ec, Ec, E., Ec, E_/s. E eos> |
__I.___:F__:I_.__:I_.___.l_.___r__+__._+___+___+___+___+___+_
Token
Embeddings E<bos> Elove Eis Enot Elove E, E</s> Ebends Ewith Erem E. E</s>
Input <bos> love s not love . </s> bends with remove </s>
4/11/2023 Piji Li, LLM&ChatGPT
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SongNet - Symbols

 Format and Rhyme Symbols:

Output love is not love . </s> bends with remove . </s> <eos>

C — {C()? CO7 CO7 627 Cl7 </S> I—- Masked Multi-Head Attention Lm Attention A—J
_+

E;::':z‘ll‘fi‘;sgl?on Egn Egl Egz E!h E94 EHS Egﬁ Eg7 E.‘Jll Eglz Eﬂld,
007007007007007627617</8>7<608>} L+ _+__x__A__*x__x__+ |_+__+ __+_ _t o+
]S;l‘ggl:(;ll:ings 1 Es, Es Es, Es, Es, Eo/s> LE Es E Eg, E /- E_cos= |
: + + - + + + + + + - + + + |
iinr:‘lli?eill;:]llgzn I Ep, Ep, Ep, Ep Epq Eojes Ep, Epg Ep, Ep, Eo/so E_ cos> :
- + + + + + + + + + + + + +
L]
- { CO } . g enera | tO ke NS E‘:&Z‘(ﬁ;"&: E., E,, E,, E E, E.o.  E, E, E, E,  Eye  Eceoss |
\_/"-l-__:F__:F__:F__-'F__-IT__-l-_'_-I-___+___+___+___+___+_
Token
. Embeddings E_pos= Ejgve Eis Enot Ejove E E_/s- Pzt Eyith Erem E Eo/s-
- {c1}: punctuation characters
Input <bos> love is not love </s> bends with remo </s>

- {¢2}: rhyming tokens/positions
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SongNet - Symbols

* |ntra-Position Symbols:

Output love is not love . </s> bends with remove . </s> <eos>

P — {p4 Y p3 ) p2 ? pl Y pO ) </S> I—- Masked Multi-Head Attention Global Multi-Head Attention A—J

Global Position E E E E E E E E E E E

Emheddings ‘Jo ‘g1 ‘g2 g2 'Ja ‘gs '"Te g7 ‘g11 'G13 ‘G1a
p67p57p47p37p27p17p07</8>7<€08>} Vo4 _+__a__x__+__+)_+__+__+__+1l_+_ _+ _
]S;Ell:]:(;lt:ings I Es, Es, Es, Es, Es, Eojsn Eg, Eg, Eg, E E /s E_cos> |
L T - + + + + + + - + + + |
Intra Position \ I E E E E E E E E E E E E 1
Emheddings/ | Pa Pa P2 P1 Po </s> Do Ps P1 2l </s> <eos> 1
_ 3 . | 't' f t k h | + + + + + + + + + + + + + |
{p'l/ }' |Oca pOSI 10NS OT tokens E‘:&T‘;ﬁg’yme: E;, E, Eq E, E E E E E E B Eceos |
'-l-__:F__:F__:F__-'F__-IT__-I-_-_-l-___+___+___+___+___+_l

Token
- {Po} punctuation characters e -
’
Input <bos> love is not love . </s> bends with remove </s>

- {pl }: should be the ending words

- Descending Order:

The aim is to improve the sentence integrity by impelling the symbols capture the sentence dynamic

information, precisely, the sense to end a sequence.
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SongNet - Symbols

* Segment Symbols:

Output love is not love . </s> bends with i remove . </s> <eos>
S — {SO b SO 7 SO )] SO 2 SO Y </S> |—> Masked Multi-Head Attention ‘W” Attention

EL?ES;;?]SiZiOH Egn Egl Egz Egg E94 EHS Egﬁ EE7 E.‘Ju Eg]z Eéh:q Eﬂm
817317817817817317817</S>7<€08>} - NfF-—Fo o+ _x__x ] t__t__t__+tl_t__+,
lsijﬁll:]ee(;:ings | E, Es Es, Es Es Eo/so Es, Es, Es, Es, Eo/on Eceos> |

. h b I . d f -~ - v + + -+ + + -+ + + + L + + +
- S IS t e Sym O I n eX O r Se nte n Ce :an:lli?eﬁlt;;i]t;zn : Ep, Ep, Ep, Ep, Epg E/s Ep, Ep, Ep, Ep, Eo/en E_cos> 1
| + + + + + + + + + + + + + 1
. i ﬂ‘;fﬁ?ﬁﬁ;"ym' Ec, E., E, E., E. E /s E, E., E., E., E./s»  Eceoss |
Let me not to the marriage of true minds (A) by ——-5—-—=-5--F5F- —Fr-—Ft—F——r——F = ==

Admit impediments, love is not love (B)* E‘;‘;:ddings E-bos>  Fiove E. Enot  Frove E E o | Boonas  Euin Erom E s

Which alters when it alteration finds, (A)
Input <bos> love is not love . </s> bends with remove . </s>

Or bends with the remover to remove. (B)*
O no, it is an ever fixed mark (C)**
That looks on tempests and is never shaken; (D)***

It is the star to every wand'ring bark, (C)** R hyme SChe me.:

Whose worth's unknown although his height be taken. (D)***
Love's not time's fool, though rosy lips and cheeks (E)
Within his bending sickle's compass come, (F)* ABAB CDCD EFEF GG
Love alters not with his brief hours and weeks, (E)
But bears it out even to the edge of doom: (F)*
If this be error and upon me proved, (G)*
| never writ, nor no man ever loved. (G)*

Shakespeare's "Sonnet 116"
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SongNet - Attention

Output love is not love </s> bends with remove </§> <eos>
Ao
I—b Masked Multi-Head Attention Global Multi-Head Attention
Global Position
Embeddings Egn E.91 E.Qz Ega Eg4 E.gs Ega EQ7 EQu E.Q'lz E.gu Egl4
L+ _x__Ax__x__x__+|_x__+__t__+tl_+__+ _
Segment
En%beddings ! Es Eso Es, Es Es Eojss E;, E,, - E,, Eg, E /s> E cos> |
: + + + + + + + + + + + + + |
Intra Position |
Embeddings | Ep, Ep, Ep, Ep, Epo E_/s> E,. E,. EPH E,, Eo/s> E_cose I
| + + + + + + + + + + + + + ]
Format & Rhyme
Embeddings ) . E;, Eg Eg, E, Ec, E_/s= E E, E, Ec, Eo/s> E eos= 1
—_—— —_—— R i — e o m  — m —  m— —— — — — 1
=+ ¥ o ¥ ¥ T £ + + + + + 4
Token
Embeddings E<bos> Elnve Eis Enot Elove E E</s> Ebends lE':with Erem E E</s>
Input <bos> love is not love </s> bends with remove </s>

HU — E’E_Ug + Er_':z + Epg + ES; + Egt

Masking Multi-Head éelf—Attentiml:
C; = LN (FEN(C)) + C})
C; = LN (SLF-ATT(Q], K%,. V2,) + HY)
QU — HGWQ

K(], V(] — HQWI{, H‘JWV

4/11/2023 Piji Li, LLM&ChatGPT

F)=E. +E,, + E,

Global Multi-Head Attention:
H, = LN (FEN(H}) + H})
H; = LN (GLOBAL-ATT(Q,;, K", V') + C})
Ql — Clw@

K! V! = FOWK FOwY
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SongNet - Training

* Pre-training and Fine-tuning
n
L = — Zlog P(yt|y<t)
t=1
* MLE: minimize the negative log-likelihood
* Polishing:

C" = {co, co, co, love, c1, (/)
bends, co, co, Co, Co, remove, ci, (/s), (eos)}
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SongNet - Generation

* We can assign any format and rhyming symbols C.

* Given C, we obtain P and S automatically.

* SongNet can conduct generation starting from the special token <bos> iteratively
until meet the ending marker <eos>.

 beam-search algorithm and truncated top-k sampling

4/11/2023 Piji Li, LLM&ChatGPT
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Experiment - Datasets

* Pre-training

- Chinese: News (9200M Chars), Wikipedia (1700M Chars)

- English: BooksCorpus (980M words), Wikipedia (2400M words)

* Fine-tuning
- Chinese: SongCi

- English: Shakespeare’s Sonnets

Corpus | #Train | #Dev | #Test | #Vocab
SongCi | 19,244 | 847 962 5310
Sonnet 100 27 27 2801

Table 3: Statistics of the datasets SongCi and Sonnet.

4/11/2023
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Experiment — Evaluation Metrics

* General
é’ N, REFAZ, CEEERER, FEXM,
-PPL B kemen, —(TESF, TEWRREL, REENL.
- Distinct
«  Defined Let me not to the marriage of true minds

4 " hCo Admit impediments, love 1s not /ove
- Format: words match with C-

19UU0G

Which alters when 1t alteration finds

- Rhyme: SongCi - rhyming group, Sonnet - “ABAB CDCD”

Or bends with the remover to remove.

- Sentence Integrity:
Y|

A Z log P yéunc yi ayi,---,yi wnc
Integrity = 2 Yl .= (P(Ypunelyo-vi <punc))
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Experiment — Result

Model PPL| Diversity (Distinct) T

VAL TEST | MA-D-1 MI-D-1 | MA-D-2 MiI-D-2
S2S 19.61 20.43 75.35 2.48 98.35 36.23
GPT2 148.11 104.99 - - - -
GPT2 w/ Fine-tuning 18.25 17.00 73.87 2.57 96.07 33.92
SongNet (only Pre-training) | 24.41  16.23 74.84 4.59 95.09 54.98
SongNet (only Fine-tuning) | 12.75  14.73 75.96 2.69 97.59 37.26
SongNet 11.56  12.64 75.04 2.66 97.29 36.78

Format Rhyme .

Model MA-F1 MTI—FI MA—Flmh}I—Fl Integrity}
S2S 44.32 38.16 53.80 52.27 8.30£2.06
GPT2 w/ Fine-tuning 35.70 35.20 53.48 52.50 | 45.92420.12
SongNet (only Pre-training) | 29.12 29.46 53.77 53.13 | 30.98+=14.06
SongNet (only Fine-tuning) | 99.81 99.83 79.23  78.63 2.14+0.10
SongNet 99.88  99.89 73.21 72.59 1.77+0.16

Table 1: Automatic evaluation results on SongCi

4/11/2023
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Experiment — Results

4/11/2023

Model PPL| Diversity (Distinct) 1

VAL TEST | MA-D-1  MiI-D-1 | MA-D-2 MiI-D-2
GPT2 w/ Fine-tuning 31.47 31.03 73.87 2.57 96.07 33.92
SongNet (only Pre-training) | 28.56 28.07 49.92 25.14 85.35 65.70
SongNet (only Fine-tuning) | 34.62 34.53 42.31 4.96 90.76 47.26
SongNet 27.46 27.63 43.01 10.43 80.06 56.14

Format? Rhyme? .

Model MA-FI MI-FI | MaA-FI Mi-Fl | [ntesrity)
GPT2 w/ Fine-tuning 2.03 1.91 5.20 6.24 15.7743.63
SongNet (only Pre-training) | 99.99 99.99 3.93 4.01 15.28£2.04
SongNet (only Fine-tuning) | 99.25 99.99 7.50 7.41 18.86+£2.59
SongNet 98.73 08.73 11.46 11.41 | 11.86+3.01

Table 2: Automatic evaluation results on Sonnet

100 training samples

Piji Li, LLM&ChatGPT
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Experiment — Ablation Analysis

4/11/2023

Model PPL| Diversity (Distinct)

VAL TEST | MA-D-1 MI-D-1 | MA-D-2 MiI-D-2
SongNet 12.75 14.73 75.96 2.69 97.59 37.26
SongNet-GRU 16.52 20.49 74.73 1.77 98.30 28.98
SongNet w/o C 13.51 15.38 75.42 2.48 97.36 34.85
SongNet w/o P 14.16 17.16 73.73 2.56 97.52 34.82
SongNet w/ inverse-P | 13.40 15.13 74.95 2.54 97.76 35.65
SongNet w/o S 13.23 15.44 75.38 2.74 97.31 37.50

Format Rhyme .

Model MA-FI MTI—FI MAFT MTI—FI Integrity}
SongNet 99.81 99.83 79.23 78.63 | 2.14+0.10
SongNet-GRU 98.99 98.99 52.13 50.93 | 3.28%x1.67
SongNet w/o C 84.73 85.39 78.59 78.24 | 1.77x0.53
SongNet w/o P 99.61 99.59 67.85 67.29 | 3.33%£0.18
SongNet w/ inverse-P | 99.68  99.69 | 6589 6543 | 2.24+0.21
SongNet w/o S 99.84  99.86 80.43 80.13 | 1.99£0.10

Table 4: Ablation analysis on SongCi

Piji Li, LLM&ChatGPT
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Experiment — Parameter Tuning - k

bm=5 k=1

Integrity
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Figure 3: Parameter tuning of & on the metrics of Rhyme, Integrity, and Micro-Dist-2.
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Top-k sampling, k=32
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Experiment - Human Evaluation

Model Relevance | Fluency | Style
SongNet-SongCi 1.36 1.45 2.00
SongNet-Sonnet 0.58 0.42 0.83

Table 7: Human evaluation results.

* Relevance: +2: all the sentences are relevant to the same topic; +1: partial sentences are
relevant; O: not relevant at all.

* Fluency: +2: fluent; +1: readable but with some grammar mistakes; 0: unreadable.

e Style: +2: match with SongCi or Sonnet genres; +1: partially match; 0: mismatch.
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Experiment - Cases

Model

Cases of Generated Results

SongNet-SongCi

CiPai: Zhe Gu Tian. Format: 7.7.7.7.3.3.7.7. 7.

B ER Z(qian). FRA—REFI Envan). BEFEREE Fcan), BEFARIFLIE Aman). FA Elguan), AfTiz(yuan). JTkI8
HigiZE Aban), SUEELEGTHE, FAEHLH FAban).,

CiPai: Bu Suan Zi. Format: 5.5.7.5.5.5.7.5.

FAETE, BEREH ), RFRET R BROEL (. FTLEFK BERA ). RrEet 8 FERTHzw).

CiPai: Self-Defined. Format: 3. 3.5.3.3.5.7.7.
FE, RAKS, NFNFEA(an). BFEE. MSF, EBEGF Clxian). RARE I, BWEFIE Ayvan).

CiPai: Self-Defined. Format: 9. 9. 9. 9.
M 5 SR A #( 4B 1 F(han) . BUKTERET B8 M(xian), FE—FKIEEFEE Bjian). FENETESHE L(shan).

SongNet-Sonnet

how do you hold such a thing like this. \ when my eves are so not black? \ but how can 1 show myself. so strange. \ that all this black 1s white?
where am 1 to hide this from my eyes. \ from this white mine eyes all fals. \ where is the good fortune. in me. ' that hath no excuse. no excuse?
what is that which can mask the true love \ and for whom is this true love more? \ the one, which shall save the poor my eye, ' from the false truth of my judgment?
what lies. for when you are not that . \ no one in this and that can see me lies!

Table 5: Cases of the generated results for SongCi and Sonnet respectively. For SongCi, the number in Format
(e.g., 3,5,7) denotes the number of tokens in one sentence. The rhyming words are labeled in red color and italic
font following is the Pinyin. (Since cases are provided to confirm the format consistency, thus we did not conduct
translation for the Chinese samples. Translation for Chinese poetry is also a challenging task.)
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Experiment — Cases - Polishing

Model Cases of Generated Results Given the Formats with Partial Content

SongNet-SongCi | CiPai: Bu Suan Zi. Format: 5.5.7.5.5.5. 7. 5.
Format C: Z 15. IR, %

(WRBEBFE, REE H, KEHE=AE, ZonBE. ROEHT BERANE. SUBEAEE SSEEZ.
QBEREXE, BEILEI., VINEFHWEE, BEHEAAG. ERD, SUERER. BEHEnHE ABETAE.

FormatC: ™ | ____?Ell ______ X, B,  __F __E IR __IJLIrHE_ - N

(WEWREE, WEED. SRSEERK, TREEN. ERMEE LEERE. —SUTZERB, L£ERTE.
QOFMFEE, FxFEE . EENEERK, —HNEE. REHKE BEEHR. Hjﬁklil“t}%ﬁfﬂ. TRERX

SongNet-Somnet |  with hearts.  lacking  dead: though all thy love with thy hearts . thou still are lacking of my dead ;
_love parts.and buried . if thy love love is lost to your love and parts . and yet mine own heart can be buried .
_many ___ tear.hath eve . so many are ill or in tear, hath not this time that we will make their eye .
_______ now appear., _____ thee lie! for that which lies not well hath now appear. no longer nor the world that holds thee lie !
_____ buried live. ~  of  gone. for if it would be buried in my live . or by the earth of mine was gone .
_parts _ give., thine alone : then my own parts as my body and mine give . may not be so far beyond thine alone : so far
_______ view thee, ~ all  me. as thee and this world view find thee , then mine life be far enough from all thee and no me .

Table 6: Cases of the generated results given the formats with partial pre-defined content. Format token ““_" needs
to be translated to real word token.
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WebGPT
New Bing
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How can | train the crows in my neighborhood to bring me gifts?

| This question does not make sense | This question should not be answered |

Search results for: how to train crows to bring you gifts

— l {how to train crows to bring |Find in page

How to Make Friends With Crows -
PetHelpful

If you did this a few times, your crows would
learn your new place, but as | said, I'm not
sure if they will follow or visit you there since
it's probably not in their territory. The other
option is simply to make new crow friends
with the crows that live in your new
neighborhood.

Gifts From Crows | Outside My Window

The partial piece of apple may have been
left behind when the crow was startled
rather than as a gift. If the crows bring bright
objects you'll know for sure that it's a gift
because it's not something they eat. Brandi
Williams says: May 28, 2020 at 7:19 am.

|
10

Quotes =

[+Addnewquom'

[1] Gifts From Crows | OQutside My
Window
(www.birdsoutsidemywindow.org)

Many animals give gifts to members of
their own species but crows and other
corvids are the only ones known to
give gifts to humans.

Number of quote tokens left: 463

Number of actions left: 96

: Done quoting! Write an answer -

(a) Screenshot from the demonstration interface.

#Question
How can I train the crows in my neighborhood to bring me gifts?

#Quotes

From Gifts From Crows | Outside My Window (www.birdsoutsidemywindow.org)
> Many animals give gifts to members of their own species but crows and
other corvids are the only ones known to give gifts to humans.

¢Past actiomns
Search how to train crows to bring you gifts

Click Gifts From Crows | Outside My Window www.birdsoutsidemywindow.org
Quote
Back

+Title
Search results for: how to train crows to bring you gifts

45crollbar: 0 - 11

+Text

[0THow to Make Friends With Crows - PetHelpfuleethelpful.com]

If you did this a few times, your crows would learn your new place, but
as I said, I'm not sure if they will follow or visit you there since it’s
probably not in their territory. The other option is simply to make new
crow friends with the crows that live in your new neighborhood.

(11Gifts From Crows | Outside My Window{www.birdsoutsidemywindow.org
The partial Eiece of apple may have been left behind when the crow was
startled rather than as a gift. If the crows bring bright objects you’ll
know for sure that it’s a gift because it’s not something they eat.
Brandi Williams says: May 28, 2020 at 7:19 am.

#Actions left: 96
+lNext action

(b) Corresponding text given to the model.

Figure 1: An observation from our text-based web-browsing environment, as shown to human
demonstrators (left) and models (right). The web page text has been abridged for illustrative purposes.

Piji Li, LLM&ChatGPT
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Check Your Facts and Try Again: Improving Large Language Models
with External Knowledge and Automated Feedback”

Baolin Peng! Michel Galley! Pengcheng He! Hao Cheng' Yujia Xief
Yu Hu' Qiuyuan Huang' Lars Liden Zhou Yu* Weizhu Chen' Jianfeng Gaof
f Microsoft Research * Columbia University

Abstract ; - mm Los Angeles Galaxy player transferred in from the team with 12 international Fe b 24’ 20 2 3
Large language models (LLMs), such as Chat- _. - n L

‘Cmndidste response:
Jaime Peneda is transfierred in from C5.0.
Municipal, 3 team with 12 international titles.

GPT, are able to generate human-like, flu-
ent responses for many downstream tasks,
e.g., task-oriented dialog and question an-
swering. However, applying LLMs to real-
world, mission-critical applications remains
challenging mainly due to their tendency to
generate hallucinations and inability to use
external knowledge. This paper proposes TSI, e

Feedback:

The player Jaime Peneda is transfemed in from
C.5.0. Municipal, but there is no information about
the number of intermational ttles of this team.

Revised candidate response:
Juninha is transferned in from 530 Pado, 2 team
with 12 international tithes.

a LLM-AUGMENTER system, which aug- P e b e A1 Agent LLM-Augmenter + LLM)
ments a black-box LLM with a set of plug- b

and-play modules. Our system makes the “EB ™) suninho is ransferred in from s30 paulo, a team with 12 intemational tites.

LLM generate responses grounded in con-

solidated external knowledge, e.g., stored in Figure 1: LLM-AUGMENTER improves a fixed LLM
task-specific databases. It also iteratively re- by (1) consolidating evidence from external knowledge
vises LLM prompts to improve model re- for the LLM to generate responses grounded in evi-
sponses using feedback generated by util- dence, and (2) revising LLM’s (candidate) responses
ity functions, e.g., the factuality score of a using automated feedback.

TT NN laa] i~ M Il
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Toolformer: Language Models Can Teach Themselves to Use Tools

Timo Schick Jane Dwivedi-Yu Roberto Dessi’ Roberta Raileanu
Maria Lomeli Luke Zettlemoyer Nicola Cancedda Thomas Scialom

Meta Al Research "Universitat Pompeu Fabra

Abstract

Language models (LMs) exhibit remarkable
abilities to solve new tasks from just a few
examples or textual instructions, especially at
scale. They also, paradoxically, struggle with
basic functionality, such as arithmetic or fac-
tual lookup, where much simpler and smaller
models excel. In this paper. we show that
LMs can teach themselves to use external tools
via simple APIs and achieve the best of both
worlds. We introduce Toolformer, a model
trained to decide which APIs to call, when to
call them, what arguments to pass, and how to
best incorporate the results into future token
prediction. This is done in a self-supervised
way, requiring nothing more than a handful of
demonstrations for each APL. We incorporate
arange of tools, including a calculator, a Q& A
system, a search engine, a translation system,
and a calendar. Toolformer achieves substan-
tially improved zero-shot performance across
a variety of downstream tasks, often competi-
tive with much larger models, without sacrific-
ing its core language modeling abilities.

The New England Journal of Medicine is a registered
trademark of [QA(*Who is the publisher of The New
England Journal of Medicine?") — Massachusetts
Medical Saciety] the MMS.

Out of 1400 participants, 400 (or [Calculator(400 / 1400)
— 0.29] 29%) passed the test.

The name derives from "la tortuga”, the Spanish word for
[MT(“tortuga™) — turtle] turtle.

The Brown Act is California's law [WikiSearch(*Brown
Act”) — The Ralph M. Brown Act is an act of the
California State Legislature that guarantees the public's
right to attend and participate in meetings of local
legislative bodies.] that requires legislative bodies, like
city councils, to hold their meetings open to the public.

Figure 1: Exemplary predictions of Toolformer. The
model autonomously decides to call different APIs
(from top to bottom: a question answering system,
a calculator, a machine translation system, and a
Wikipedia search engine) to obtain information that is
useful for completing a piece of text

‘GPT

Feb 9, 2023
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Expedia
Bring your trip plans to life—get there, stay there, find
things to see and do.

K.

Klarna Shopping

Search and compare prices from thousands of online
shops.

Speak
Learn how to say anything in another language with
Speak, your Al-powered language tutor.

~
FN
et

FiscalNote

Provides and enables access to select market-leading,

real-time data sets for legal, political, and regulatory
data and information.

-
-

Milo Family Al

Giving parents superpowers to turn the manic to
magic, 20 minutes each day. Ask: Hey Milo, what's
magic today?

Wolfram

Access computation, math, curated knowledge & real-
time data through Wolfram|Alpha and Wolfram
Language.

D <

A
Instacart

Order from your favorite local grocery stores.

OpenTable

Provides restaurant recommendations, with a direct
link to book.

Zapier

Interact with over 5,000+ apps like Google Sheets,
Trello, Gmail, HubSpot, Salesforce, and more.

March 23, 2023 Authors
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Announcements, Product
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KAYAK

Search for flights, stays and rental cars. Get
recommendations for all the places you can go within
your budget.

Shop

Search for millions of products from the world’s
greatest brands.
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this photo is funny? little boy cry? Answer: hairstyle of the blond movie be released?
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Figure 2: Selected examples generated from KOSMOS-1. Blue boxes are input prompt and pink

boxes are KOSMOS-1 output. The examples include (1)-(2) visual explanation, (3)-(4) visual
question answering, (5) web page question answering, (6) simple math equation, and (7)-(8) number
recognition.
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{9) (10) (1)
Figure 3: Sclected examples generated from KOSMOS-1. Blue boxes are input prompt and pink

boxes are KOSMOS- | output. The examples include (1)-(2) image captioning. (3)-(6) visual question
answering, (7)-(8) OCR. and (9)-(11) visual dialogue,
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* Scaling laws?

An ability is emergent if it
is not present in smaller
models but is present in
larger models.
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D Scaling with Parameter Count

Figures 11, 12, and 13 shows emergent abilities with an z-axis of number of model parameters.

—a— LaMDA —=— GPT-3

(A) Mod. arithmetic

(B) IPA transliterate

—4— Gopher

—e— Chinchilla —gg— Pal.M

(C) Word unscramble

= = = Random

(D) Persian QA

[ ]
* Scaling laws?
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Figure 11: Eight examples of emergence in the few-shot prompting setting. Each point is a separate model.
The ahility to perform a task via few-shot prompting is emergent when a language model achieves random
performance until a certain scale, after which performance significantly increases to well-above random. Note
that models with more parameters also typically use more training compute—hence, we show an analogous
figure with training FLOPs instead of number of model parameters as the r-axis in Figure 2. A-D: BIG-Bench
(2022), 2-shot. E: Lin et al. (2021) and Rae et al. (2021). F: Patel & Pavlick (2022). G: Hendrycks et al.
(2021a), Rae et al. (2021), and Hoffmann et al. (2022). H: Brown et al. (2020), Hoffmann et al. (2022), and
Chowdhery et al. (2022) on the WiC benchmark (Pilehvar & Camacho-Collados, 2019).
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Figure 12: Specialized prompting or finetuning methods can be emergent in that they do not have a positive
effect until a certain model scale. A: Wei et al. (2022b). B: Wei et al. (2022a). C: Nye et al. (2021). D:
Kadavath et al. (2022). The model shown in A-C is LaMDA (Thoppilan et al., 2022), and the model shown

in D is from Anthropic.
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-Beyond the Imitation Game: Quahtifying and extrapolating the capabilities of language models

Aarohi Srivastava, Abhinav Rastogi, Abhishek Rao, Abu Awal Md Shoeb, Abubakar Abid, Adam Fisch, Adam R. Brown, Adam Santoro, Aditya Gupta, Adria Garriga-Alonso, Agnieszka Kluska, Aitor Lewkowycz, Akshat Agarwal, Alethea
Power, Alex Ray, Alex Warstadt, Alexander W. Kocurek, Ali Safaya, Ali Tazarv, Alice Xiang, Alicia Parrish, Allen Nig, Aman Hussain, Amanda Askell, Amanda Dsouza, Ambrose Slone, Ameet Rahane, Anantharaman S. lyer, Anders
Andreassen, Andrea Madotto, Andrea Santilli, Andreas Stuhlmuller, Andrew Dai, Andrew La, Andrew Lampinen, Andy Zou, Angela Jiang, Angelica Chen, Anh Vuong, Animesh Gupta, Anna Gottardi, Antonio Norelli, Anu Venkatash,
Arash Gholamidavoodi, Arfa Tabassum, Arul Menezes, Arun Kirubarajan, Asher Mullokandov, Ashish Sabharwal, Austin Herrick, Avia Efrat, Aykut Erdem, Ayla Karakas, B. Ryan Roberts, Baoc Sheng Loe, Barret Zoph, Barttomigj
Bojanowski, Batuhan Ozyurt, Behnam Hedayatnia, Behnam Neyshabur, Benjamin Inden, Benno Stein, Berk Ekmekci, Bill Yuchen Lin, Blake Howald, Cameron Diao, Cameron Dour, Catherine Stinson, Cedrick Argueta, César Ferri
Ramirez, Chandan Singh, Charles Rathkopf, Chenlin Meng, Chitta Baral, Chiyu Wu, Chris Callison-Burch, Chris Waites, Christian Voigt, Christopher D. Manning, Christopher Potts, Cindy Ramirez, Clara E. Rivera, Clemencia Siro,

Colin Raffel, Courtney Ashcraft, Cristina Garbacea, Damien Sileo, Dan Garrette, Dan Hendrycks, Dan Kilman, Dan Roth, Daniel Freeman, Daniel Khashabi, Daniel Levy, Daniel Mosegui Gonzalez, Danielle Perszyk, Danny Hernandez,
Dangi Chen, Daphne lppolito, Dar Gilboa et al (345 additional authors not shown)

Language models demenstrate both quantitative improvement and new qualitative capabilities with increasing scale. Despite their potentially transformative impact, these new capabilities are as yet poorly characterized. In order to inform future research, prepare for
disruptive new model capabilities, and ameliorate socially harmful effects, it is vital that we understand the present and near-future capabilities and limitations of language models. To address this challenge, we introduce the Beyond the Imitation Game benchmark
(BlG-bench). BIG-bench currently consists of 204 tasks, contributed by 442 authors across 132 institutions. Task topics are diverse, drawing problems from linguistics, childhood development, math, common-sense reasoning, biology, physics, social bias, software
development, and beyond. BIG-bench focuses on tasks that are believed to be beyond the capabilities of current 1anguage models. We evaluate the behavior of OpenAl's GPT models, Google-internal dense transformer architectures, and Switch-style sparse
transformers on BIG-bench, across model sizes spanning milliens to hundreds of billions of parameters. In addition, a team of human expert raters performed all tasks in order to provide a strong baseline. Findings include: model performance and calibration both
improve with scale, but are poor in absolute terms (and when compared with rater performance); performance is remarkably similar across model classes, though with benefits from sparsity; tasks that improve gradually and predictably commanly involve a large

knowledge or memorization component, whereas tasks that exhibit "breakthrough" behavior at a critical scale often involve multiple steps or components, or brittle metrics; social bias typically increases with scale in settings with ambiguous context, but this can be
improved with prompting.

https://github.com/google/BIG-bench
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Figure 7: Benchmark tasks that achieve the highest and lowest scores on the metrics linearity
and breakthroughness (see Appendix B). (a) Tasks that achieve the highest linearity scores see
model performance improve predictably with scale, and typically rely on kno e simple
_textual manipulations. (b) Tasks with high breakthroughness do not see model performance improve
“until the Mhes a critical scale. These tasks generally require sequential steps or logical
;e_a_s_o_uLg Around 5% of BIG-bench tasks see models achieve sudden score breakthroughs with
increasing scale. (¢) Tasks that achieve the Towest (negative) linearity scores see model performance
degrade with scale.
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Figure 8: Log probability of targets often improves smoothly across scales. (a) The log prob-
ability of the true target improves fairly gradually even for high breakthroughness tasks. (b) For
the periodic_element s multiple choice task, the log probability of the correct target smoothly
improves, while the log probability of wrong choices saturates.
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Figure 16: Larger models are better at finding legal chess moves, but struggle to find checkmat-
ing moves. (a) Example chess position from the checkmate_in_one task, corresponding to the
input string in the main text. The unique checkmating move is shown in orange; moves predicted by
the models are shown in green, with solid lines for legal moves and dotted lines for illegal moves.
Dashed circles indicate an attempt to move a piece to the square it was already on. Specific model
moves (and their sizes) in this position were Ba4 (128B), Bc4 (64B), Bg5 (27B), d4 (8B), Bcé6
(4B), Bg5 (2B), Bc4 (1B), Bb5 (422M), Bb3 (244M), Nc3 (125M), Nc6 (53M), and N£3 (16M).
The smallest model failed to emit a continuation in valid algebraic chess notation. (b) Fraction of
positions in which the model output a checkmating move correctly annotated (orange), a legal move
(green), a checkmating move with or without correct annotation (pink), as well as the expected
number of checkmates if the model were uniformly sampling from the set of legal moves (blue).
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Q: What movie does this emoji describe? __"_-#.';-e'ﬂl""?

2m: i'm a fan of the same name, but i‘'m not sure if it'=s a good idea
lem: the movie iz a movie about a man who is a man who iz a man
53m: the emoji movie <S8l

125m: it'=s a movie about a girl who i= a little girl

244m: the emoji movie

422m: the emoji movie

1b: the emoji movie

b the amoji movie

db: the emoji for a baby with a fish in its mouth

Bb: the amoji movie

2Tb: the emoji i=s a fish

128h: finding nemo

()

Figure 9: Performance on emoi_movie identification can appear abrupt or gradual depending or
the precise task metric. (a) The ability to correctly identify movies seems to appear at a critical scale wher
measured via exact_string_match. (b) Multiple-choice performance on this task appears to improve more
continuously. (¢) An example question. The smallest models output wrrelevant text, while at intermediate scales
models produce output relevant to movies and emojis. The 4B and 27B models identify fish, and the 128B mode
gives the correct answer. All measurements were performed without the multiple-choice targets appended to the
mnput.
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7S Table 2: Parameters, training examples, and training FLOPs of large language models.
Al &b
' H b $ Maodel Parameters Train tokens Train FLOPs

GPT-3 125M 300B  2.25E+420
350M 300B  6.41E+20

o o > 760M 300B  1.37E+21

° R t t L 1.38 300B  2.38B421
epresentation Learning: 278 0B 47TB421
. 6.7B 300B  1.20E+22

° D t - 13B 300B  2.31E+422
ata-size 1758 300B  3.14E+23

o LaMDA 2.1M 262B  3.30E+18

¢ MOdEl-SIZE 17M 3138 3.16E+19
. 57TM 2628  8.90E+19

° E h_ 134M 170B 1.37TE+20
poc Size 262M 24B  4.16E+20
453M 150B  4.08E+20

1.1B 142B 9.11E+20

2.1B 137B 1.72E+21

3.6B 136B  2.96E+21

8.6B 132B 6.78E+21

208 132B  2.30E+22

69B 2028 1.20E+23

137B 674B  5.54E+23

Gopher 417TM 300B 7.51E+420

1.4B 300B  2.52E+421

7.1B 300B  1.28E+422

2808 325B  5.46E+23

Chinchilla 417M 314B  7.86E+20

1.4B 314B  2.63E+21

7AB  [sid 199B  8.47E+21

70B 134T 5.63E+23

PaLM 8B T80B  3.74E+22

62B 780B  2.90E+23

5408 780B  2.53E+24

Anthropic LM 800M 850B  4.08E+21

3B 850B  1.53E+22

4/11/2023 Piji Li, LLM&Chat 12B 850B  6.12E+22

52B 8508 2.65E4-22
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ChatGPT

Step 1

Collect demonstration data
and train a supervised policy.

A promptis
sampled from our
prompt dataset.

A labeler
demonstrates the
desired output
behavior.

This data is used to
fine-tune GPT-3.5
with supervised
learning.

12B?

~
&

Explain reinforcement

learning to a 6 year old.

}

©)

4

We give treats and

punishments to teach...

Step 2

Collect comparison data and

train a reward model.

A prompt and
several model
outputs are
sampled.

A labeler ranks the
outputs from best
to worst.

This data is used
to train our
reward model.
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Explain reinforcement
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In relnforcement
learning, the
agent |s...
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Step 3

Optimize a policy against the
reward model using the PPO
reinforcement learning algorithm.

A new prompt is
sampled from
the dataset.

The PPO model is
initialized from the
supervised policy.

The policy generates
an output.

The reward model
calculates a reward
for the output.

The reward is used
to update the
policy using PPO.

A

Write a story
about otters.
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PPO
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LLaMA+ChatGPT Data—=>SFT

*Alpaca Stanford (),
«GPT4AII A]paca
*Vicuna

*BARD

Vicuna (generated by stable diffusion 2.1)
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Vicuna

https://vicuna.Imsys.org/

https://zhuanlan.zhihu.com/p/618389519

LLaMA 13B
70k samples
8 A100 GPUs

One day
Eval using GPT4

4/11/2023

Model Name

Dataset

Training code

Evaluation
metrics

Training cost
(7B)

Training cost
(13B)

Table 1. Comparison between several notable models

LLaMA

Publicly available
datasets
(1T token)

N/A

Academic benchmark

82K GPU-hours

135K GPU-hours

Piji Li, LLM&ChatGPT

Alpaca

Self-instruct from davinci-
003 API
(52K samples)

Available

Author evaluation

$500 (data) + $100
(training)

N/A

Vicuna

User-shared
conversations
(70K samples)

Available

GPT-4 assessment

$140 (training)

$300 (training)

Bard/ChatGPT

N/A

N/A

Mixed

N/A

N/A


https://vicuna.lmsys.org/
https://zhuanlan.zhihu.com/p/618389519

Vicuna

M Vicuna Won Tie Vicuna Lost Table 2. Total Scores Assessed by GPT-4.
LLaMA Baseline Baseline Score  Vicuna Score
Alpaca LLaMA-13B 513.0 694.0
Bard Alpaca-13B 583.0 704.0
ChatGPT Bard 664.0 655.5
0 20 40 60 80 ChatGPT 693.0 638.0
Figure 3. Response Comparison Assessed by GPT-4
A Y —;—“ 77 A [N Ab \ V
 EESHETNZ e XIIERE0IA T
s I\_\{I N A3 [_\b
- F=. NS, EIEBEI{mES
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LLaMA+ChatGPT Data—=>SFT

Y, RREHRET. .

« #B%l: https://github.com/OptimalScale/LMFlow
« ARIPREMEGRT: https://github.com/cascip/ChatAlpaca

TODO

Release 10k data

Release 20k data

A translated Chinese version of our data
LLaMA-7B-LoRA model

LLaMA-7B fine-tuning model
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THANKS!

pjli@nuaa.edu.cn
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